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Abstract 
Single-cell RNA sequencing (scRNA-seq) has unlocked the potential to explore gene 

expression at cellular resolution. This enabled us to gain insights into cell type diversity and 

also developmental or differentiation processes. However, assessing cell clusters and then 

reconstructing accurate lineage trajectories of those from noisy and high-dimensional data 

remains a major challenge. This thesis evaluates and optimizes combinations of 

preprocessing, dimensionality reduction, integration and trajectory inference methods to 

preserve developmental information, using Caenorhabditis elegans as a gold standard for 

benchmarking. 

Leveraging the invariant and well-characterized mitotic lineage tree of C. elegans, we 

systematically assessed over 500 method combinations using multiple performance metrics 

(Graph edit distance, F1-branch score, Hamming-Ipsen-Mikhailov distance, kBET for 

integration quality). Additionally both manually annotated and machine learning-classified cell 

types were evaluated to compare annotation strategies. Sequentially, bootstrapping was 

applied to assess robustness and to identify the most promising configurations for 

cross-species application to Nematostella vectensis. 

Our results demonstrated that a pipeline consisting of preprocessing with selecting the 4000 

highly variable genes, z-transformation, PCA, harmony and PAGA trajectory inference best 

preserved global and local lineage structure. Furthermore, ML-based classification achieved 

comparable performance to manual annotation, supporting its use as a viable alternative in 

the absence of expert-labeled data. 

Finally we applied the most robust pipelines on N. vectensis, generating new hypotheses 

about connections and plasticity of the cell clusters in the development of the cnidarian. 

Overall, this work presents a modular and scalable computational framework for trajectory 

inference from scRNA-seq data, offers practical guidance for pipeline design, and provides 

experimentally testable hypotheses for developmental biology.  
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Zusammenfassung 

Single-cell RNA Sequencing (scRNA-seq) hat das Potenzial eröffnet, Genexpressionsmuster 

auf zellulärer Ebene zu untersuchen. Dadurch konnten neue Einblicke in die Diversität von 

Zelltypen sowie in Entwicklungs- und Differenzierungsprozesse gewonnen werden. Die 

zuverlässige Identifikation von Zellclustern und die anschließende Rekonstruktion präziser 

Entwicklungslinien aus hochdimensionalen und verrauschten Daten stellen jedoch nach wie 

vor eine große Herausforderung dar. In dieser Arbeit werden verschiedene Kombinationen 

aus Preprocessing, Dimensionsreduktion, Integration und Trajectory inference systematisch 

evaluiert und optimiert, mit dem Ziel, entwicklungsbiologische Information möglichst gut zu 

bewahren. 

Basierend auf dem invarianten und gut charakterisierten mitotischen Stammbaum von C. 

elegans wurden über 500 Methoden-Kombinationen anhand mehrerer Leistungsmetriken 

bewertet (Graph Edit Distance, F1-Branch Score, Hamming-Ipsen-Mikhailov Distance, kBET 

zur Beurteilung der Integrationsqualität). Sowohl manuell annotierte als auch durch 

maschinelles Lernen klassifizierte Zelltypen wurden verglichen, um unterschiedliche 

Annotationsstrategien zu bewerten. Durch anschließendes Bootstrapping wurde die 

Robustheit der Verfahren überprüft und die robustesten Methodenkombinationen für die 

Anwendung auf Nematostella vectensis identifiziert. 

Die Ergebnisse zeigen, dass eine Pipeline bestehend aus der Auswahl der 4000 variabelsten 

Gene, Z-Transformation, PCA, Harmony-Integration und PAGA-Trajectory inference die 

globale und lokale Struktur der Entwicklungslinien am besten bewahren konnte. Darüber 

hinaus erreicht die ML-gestützte Klassifikation eine vergleichbare Leistung zur manuellen 

Annotation und stellt somit eine praktikable Alternative bei fehlender Expertenannotation dar. 

Abschließend wurden die robustesten Pipelines auf N. vectensis angewendet, wobei neue 

Hypothesen zu Verbindungen und Plastizität von Zellclustern während der Entwicklung 

dieses Nesseltieres generiert wurden. 

Insgesamt präsentiert diese Arbeit ein modulares und skalierbares Framework zur trajectory 

inference aus scRNA-seq-Daten, gibt praktische Empfehlungen zur Gestaltung von Analyse 

Pipelines und liefert experimentell überprüfbare Hypothesen für die Entwicklungsbiologie. 
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1.​ Introduction 

1.1.​ RNA Sequencing 

RNA Sequencing (RNA-seq) has become a fundamental method in molecular biology, 

enabling us to comprehensively analyze transcriptomes, which is the complete set of RNA 

transcripts produced by the genome. Traditionally, this involves sequencing from a bulk 

sample of biological cells, providing an average expression profile across millions of cells. 

This approach has been instrumental in furthering our understanding of gene expression, 

gene regulation and splicing under various conditions. However, while bulk RNA sequencing 

brought numerous new advances in science (e.g. Identification of Alternative Splicing in 

Alzheimer Amyloid Precursor Protein (Sutherland, Janitz and Kril, 2011); how mTOR is 

involved in ageing (Simons et al., 2019)), it masks the heterogeneity of cells, overlooking the 

variation of gene expression in cell types and populations - variations that are crucial for 

understanding the complexity of life as we know it. 

1.2.​ Overview of Single-Cell RNA Sequencing (scRNA-seq) 

To address the limitations of bulk RNA sequencing, single-cell RNA sequencing (scRNA-seq) 

has been developed, allowing the dissection of gene expression at single-cell resolution. 

However due to technical limitations and biological factors like a high dropout rate, 

scRNA-seq data are noisier and harder to interpret than bulk RNA-seq data (Chen, Ning and 

Shi, 2019). The great potential and high variability of scRNA-seq data raises new challenges 

in computational biology and requires the development and optimization of new algorithms. 

 

Due to its high dropout rates scRNA seq data is a very sparse expression matrix (cells x 

genes) (Haque et al., 2017). This necessitates specialized methods for accurate analysis 

(Chen, Ning and Shi, 2019). Quality control (QC) becomes especially important in this 

context of high noise. Advances in scRNA-seq technologies and protocols, including various 

single-cell isolation methods (e.g. FACS, microfluidics) and sequencing platforms 

(Smart-seq2, 3rd generation sequencing) have significantly improved capture efficiency and 

transcript coverage (Kolodziejczyk et al., 2015). These new developments have expanded 

our capabilities to analyze scRNA-seq, offering new opportunities for in-depth analysis of 

cellular dynamics. 

6 

https://www.zotero.org/google-docs/?UuJFHS
https://www.zotero.org/google-docs/?pWP7F2
https://www.zotero.org/google-docs/?JRJbRW
https://www.zotero.org/google-docs/?JRJbRW
https://www.zotero.org/google-docs/?2kDRFg
https://www.zotero.org/google-docs/?jX1Lom
https://www.zotero.org/google-docs/?Y3w3LB


 

1.2.1.​Biological Importance of scRNA-seq 

scRNA-seq technology has made it possible to uncover the heterogeneity within a population 

of cells. This granularity allows researchers to identify and characterize previously unknown 

cell types and subtypes, which reveals the complexity of cellular composition in various 

biological contexts. As it can be useful in medical research for fighting diseases by having a 

systematic understanding of cell populations found in human tissues (Regev et al., 2017).   

But not only for fighting diseases, scRNA-seq is also useful in improving our understanding 

of cell differentiation in humans - the human developmental cell atlas (Haniffa et al., 2021). 

Such advancements highlight the capability of scRNA-seq in elucidating differentiation 

mechanisms and cell type functions in complex organisms. 

 

In developmental biology one of the most compelling applications of scRNA-seq data is to 

infer and analyze developmental pathways. By profiling different stages of cell differentiation, 

scRNA-seq provides researchers with a way to trace the lineage of cells from progenitor to 

fully differentiated functional cells. This approach is particularly valuable in developmental 

biology, where understanding differentiation dynamics is essential. For instance, scRNA-seq 

has been used to elucidate the differentiation of cells in a sea anemone (Nematostella 

vectensis), furthermore differentiation regulators have been identified - in detail SoxC has 

been found to be an upstream regulator of neural progenitor cell specification (Steger et al., 

2022). By this approach human hematopoietic progenitors have been comprehensively 

uncovered (Pellin et al., 2019). 

 

Single-cell RNA sequencing also provides unprecedented opportunities to investigate cell to 

cell relationships within one organism by elucidating gene expression profiles at the 

individual cell level. This is especially valuable in organisms with very well-defined 

developmental lineages, such as Caenorhabditis elegans. In C. elegans the complete mitotic 

tree is known and remains consistent across individuals (Sulston et al., 1983). This model 

organism allows researchers to map gene expression to respective spatial locations. Such 

detailed analysis of a scRNA-seq data has been conducted in a time series of every 

cell-stage in the early development of C. elegans (Cole, Hashimshony, et al., 2024). These 

studies have illuminated the roles of various modular transcription factors in determining cell 

fate, highlighting the potential of scRNA-seq to reveal intricate aspects of cellular 

development and interactions within a well-characterized lineage framework. As this is 
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possible for a single organism, researchers can also comparatively analyze trajectories 

between organisms in the light of evolution as illustrated in (Link et al., 2025). 

At the beginning of scRNA-seq analysis, it is important to determine whether the goal is to 

retain trajectory information or prioritize differential clustering. If the emphasis is on 

preserving cell lineage and differentiation trajectories, methods that focus on gradual 

changes in gene expression might yield better results. Otherwise if you want to highlight 

distinct cell types or states, techniques that generate maximally differential clustering might 

be more beneficial. 

 

Ultimately this thesis seeks to enhance the accuracy of developmental tree inference in order  

to provide a robust framework for future analyses of developmental systems in other 

organisms. 

1.3.​ Analysis of scRNA-seq data 

Analyzing single-cell RNA sequencing data involves overcoming unique challenges. One of 

the primary issues is the inherent sparsity of scRNA-seq data. Meaning due to high dropout 

rates, the resulting data matrix is sparse - having many missing values. This sparsity makes 

it difficult to pull out important biological signals in any downstream analysis. Additionally 

scRNA-seq data is prone to systemic and nonsystemic technical noise and biological 

variability, further impeding correct interpretation. Addressing these issues various and 

diverse methods are utilized, which are designed to mitigate noise, correct for technical 

artifacts - while making sure that the true biological signal is preserved. The analysis of 

scRNA-seq data is generally done by utilizing several well-known packages like scanpy 

(Wolf, Angerer and Theis, 2018) and Seurat (Satija et al., 2015). 

1.3.1.​Preprocessing 

Preprocessing is a crucial step in the analysis of scRNA-seq data. It serves as the foundation 

of obtaining reliable and interpretable results. It involves a quality check, the selection of 

valuable genes or features, a normalization and a transformation. The quality check is 

essential to filter out low-quality cells or duplicates and thereby technical artifacts. Sequential 

to the QC informative cells and features are selected, ensuring that cells and genes with no 

expression change are filtered out. Feature selection, the second step, aims to discard non- 

informative genes while keeping those with a high variance and expression across cells. This 

helps in reducing computing time and focus on the biologically most important aspects of the 

data. For normalization a range of different approaches are used (S. Zhang et al., 2023). 

Finding an optimal normalization strategy for scRNA-seq data is and will be a major focus of 
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research in this field. In many commonly used packages for scRNA-seq analysis a 

normalization per cell is used - resulting in all cells having the same total count. Finally, a 

log-transformation is often applied to stabilize variance and make the data more normally 

distributed. Proper preprocessing enhances the robustness of downstream analyses, by 

minimizing technical noise and focusing on true biological signals. 

1.3.2.​Integration and batch effect correction 

Integrating data from different scRNA-seq experiments or correcting for batch effects is 

essential for the creation of one unified dataset that reflects the biological system under 

study. Systemic differences between batches or datasets can introduce biases and 

confounded results if not properly addressed. To cope with this a variety of different 

integration methods have been developed, aiming at preserving the biological signal but 

correcting for technical differences. Common approaches include linear decomposition 

methods (like limma (Ritchie et al., 2015) or Combat (Johnson, Li and Rabinovic, 2007)) and 

similarity-based batch correction methods in a reduced dimension space (like BBKNN 

(Polański et al., 2020), harmony (Korsunsky et al., 2019), liger (Welch et al., 2019), …). 

These methods use statistical models or algorithms to adjust for the discrepancies between 

batches (Ryu et al., 2023). 

 Integration is an important part of the analysis when combining data from different 

conditions, time points or experimental setups. It also enables us to combine datasets across 

projects, which is increasingly valuable in the future as databases are growing exponentially 

and a lot of untapped potential can be found there. Successful integration or batch effect 

correction enhances the ability to detect biological differences and signals in diverse datasets 

- improving overall usability and interpretability of scRNA-seq. On the other hand if 

integration goes wrong, it can result in confounding effects that obscure true biological 

signals - introducing biases that affect the overall validity of the findings. 

1.3.3.​Transformation and dimensional reduction of scRNA-seq data 

Transforming and reducing the dimensionality of scRNA-seq data are crucial steps in 

overcoming the challenges posed by the high-dimensionality. Due to the high dimensional 

nature of the data - thousands of genes are measured across thousands of cells - reducing 

dimensionality is necessary to be computationally efficient and make the data interpretable. It 

also helps in reducing noise levels. 

 

Typically, Principal Component Analysis (PCA) is applied as a first step, as it simplifies the 

data and captures the most variance in gene expression in principal components. However 

9 

https://www.zotero.org/google-docs/?iwl5YX
https://www.zotero.org/google-docs/?7UPKQd
https://www.zotero.org/google-docs/?spKLEc
https://www.zotero.org/google-docs/?rBWeb3
https://www.zotero.org/google-docs/?McOpVR
https://www.zotero.org/google-docs/?rQ9HrC


this can be quite counterproductive since PCA is a linear method, which might lead to lost 

biological signals which are not linear in expression space. After the initial PCA reduction, 

further nonlinear dimensionality reduction methods, such as t-SNE (t-distributed Stochastic 

Neighbor Embedding) (Arora, Hu and Kothari, 2018) and UMAP (Uniform Manifold 

Approximation and Projection) (McInnes, Healy and Melville, 2020) are commonly used for 

visualizations. They are also useful for identifying and visualizing clusters of cells. However 

as any dimensional reduction method it tries to preserve just certain characteristics of the 

data - resulting in a loss of information - which might be misleading when interpreting the 

data (Chari and Pachter, 2023). Especially UMAP and t-SNE are using an heuristic 

approach, thus results vary with different starting seeds. 

 

In addition to these common techniques, less used but nevertheless promising methods like 

diffusion maps (Coifman and Lafon, 2006) and variational autoencoders (VAEs) (Wang and 

Gu, 2018) are also gaining traction for dimensional reduction in scRNA-seq analysis. 

Diffusion maps help in conserving dynamic processes like cell differentiation, as it models the 

diffusion of gene expression across a low-dimensional manifold. Variational autoencoders, on 

the other hand, are neural network-based methods. VAEs use an encoder to transform the 

input data into a lower-dimensional latent space and a decoder to reconstruct the original 

data. The difference is calculated by a loss function and the model is optimized using it. 

Unlike standard autoencoder, VAEs include a variational layer, simulating drop out in the data  

- leading to better generalizability and handling of the noise in scRNA-seq data. 

 

These techniques help in handling the noise and sparsity of scRNA-seq data, while trying to 

preserve biologically relevant signals. They enhance the interpretability and reduce noise 

levels - leading to more meaningful results. 

1.3.4.​Trajectory inference in scRNA-seq 

Trajectory inference is a critical step in scRNA-seq analysis that allows researchers to 

reconstruct cell differentiation and development. It involves ordering the cells on a 

pseudotime axis. This axis represents the differentiation or progression through various cell 

states based on their expression profiles. Afterwards a network or often a tree is constructed 

describing the relationship between cell states or clusters. 

 

Various and diverse methods have been developed for trajectory inference, each having its 

own strength and application scenario. For instance, Monocle (Trapnell et al., 2014) uses a 

minimum spanning tree approach and was first applied to mouse myoblasts or Slingshot 
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(Street et al., 2018) which uses a similar approach to Monocle and was e.g. used to 

investigate hematopoietic stem cell differentiation. Also PAGA (Wolf et al., 2019), or 

Partition-based graph abstraction, is used for lineage reconstruction and was used to 

investigate early embryogenesis in zebrafish. It creates a simplified graph of cell states to 

illustrate the relationships. In many trajectory inference methods a MST (Minimum Spanning 

Tree) is constructed. In a network where all nodes are connected to all other nodes the MST 

algorithm tries to find a tree where the sum of the edge weights are minimal. The most 

famous algorithm for this is the Kruskal algorithm. By using MST, the relationship between 

cell states is inferred by the distance in the possibly transformed expression space. 

 

Although I have only mentioned a few, trajectory inference methods are numerous and 

diverse. In order to get a handle on which to choose researchers have developed a platform 

dynverse (Saelens et al., 2019) which compares all trajectory methods in accuracy, usability, 

computational efficiency and other characteristics. 

 

By the application of trajectory inference methods, researchers can infer relationships 

between cell states and thereby gain insights into critical biological processes, such as cell 

differentiation and transitions between them. This step is critical for understanding complex 

phenomena in developmental biology and other related fields. 

1.3.5.​Summary of standard scRNA-seq pipeline 

A typical scRNA-seq analysis pipeline follows a series of steps which are designed to 

address the unique properties of scRNA-seq data. In practice, widely used libraries such as 

Seurat (Satija et al., 2015) and Scanpy (Wolf, Angerer and Theis, 2018) provide frameworks 

to relatively easily implement these steps: 

1.​ quality control 

2.​ normalization 

3.​ transformation 

4.​ gene selection 

5.​ gene scaling (optional in scanpy) 

6.​ dimensionality reduction 

7.​ clustering 

8.​ trajectory inference/ differential expression analysis (optional) 

 

One important distinction between Seurat and Scanpy lies in if they scale the genes prior to 

dimensionality reduction. Seurat standardly performs z-scaling per gene while scanpy, by 

11 

https://www.zotero.org/google-docs/?I4mt4O
https://www.zotero.org/google-docs/?ev6H2y
https://www.zotero.org/google-docs/?9Pp3Ij
https://www.zotero.org/google-docs/?vOAqV2
https://www.zotero.org/google-docs/?FM6hWp


contrast, treats scaling as an optional step and does not perform scaling per default. This 

difference ultimately affects clustering and trajectory inference outcomes. Nonetheless, both 

approaches offer reproducible and biologically meaningful results, and the choice between 

them often depends on the specific research question and dataset characteristics. 

1.4.​ Cell type classification 

In the context of scRNA-seq analysis, cell type classification is a critical step that enables the 

identification of distinct cell populations based on their gene expression profiles. As a 

fundamental assumption of this thesis, accurately classified cell types is essential for further 

analysis and therefore understanding of cellular heterogeneity and cellular relationships.  

​

A key approach to cell type classification involves identifying marker genes (Paisley and Liu, 

2021) which results in scRNAseq analysis being more valid and robust. Manual cell 

identification often relies on well-characterized marker genes obtained from prior biological 

knowledge, allowing researchers to tediously annotate cell types by examining expression 

patterns of these markers in scRNA-seq data. In the well-known model organism C. elegans 

researchers can also help themselves to identify cell types with visualizations in a low 

dimensional space when comparing various cell stages. These visual approaches provide an 

intuitive way to track cellular changes over time in development. This manual annotation 

process, although powerful, is challenging due to the amount of cells that need to be 

classified and the expert knowledge to validate these classifications. 

 

In order to complement manual classification, computational methods such as unsupervised 

machine learning like clustering algorithms and also supervised machine learning models are 

employed to detect patterns in gene expression and automate the identification process. 

When annotated/ labeled data is available supervised methods become especially useful. 

Commonly used supervised machine learning methods include support vector machines 

(SVMs), Random Forest, K-Nearest Neighbors (KNNs), logistic regression and neural 

networks. 

These supervised models help refine the classification process by leveraging labeled data to 

learn the relationships between gene expression profiles and cell types. SVMs for example 

are very useful in the high-dimensional gene expression space as they create optimal 

boundaries between different cell types (Hearst et al., 1998). Random Forests offer another 

powerful approach by building an ensemble of decision trees (Breiman, 2001). KNN models 

predict cell types based on the similarity between gene expression profiles of neighboring 

cells (Guo et al., 2003). Logistic regression is more straightforward and can be extended to 
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predict many classes. Neural networks such as Multilayer Perceptrons can be particularly 

useful in solving the cell identification problem since they can capture intricate non-linear 

relationships (Mishra and Gupta, 2017). However they require more computational resources 

and careful tuning of hyperparameters.  

Recent studies have demonstrated the power of supervised learning in cell type classification 

from scRNA-seq data. Tested on multiple datasets, multinomial logistic regression has shown 

to be the most effective model nowadays (Le et al., 2022). 

 

These supervised approaches can dramatically improve classification accuracy when 

sufficient labeled data are available, making them essential tools for automating the 

classification process in large-scale scRNA-seq studies. In my research, combining these 

computational approaches with manual identification ensures a robust and scalable strategy 

for accurately classifying cell types across developmental stages. 

1.5.​ Graph/Tree comparison 

In scRNA-seq analysis, comparing obtained trees or graph representations of cell lineage 

relationships is crucial to understand consistency across dataset. Especially in cases where 

the “true” tree is already available it makes it possible to evaluate how close the obtained 

graph/ tree is to the truth. In this project the mitotic tree of C. elegans is well-known (Sulston 

et al., 1983) and can be compared to obtained trajectory trees. Several metrics can be used 

which capture the distances of diverse characteristics between trees or graphs. 

 

Generally it is far easier to compare graphs or trees which consist of the same number and 

set of nodes. One metric for such comparison is the Graph Edit Distance (GED) (Abu-Aisheh 

et al., 2015), which measures the minimum number of changes  or edits needed to transform 

one graph into another. Also used in other comparable research projects is the 

Hamming-Ipsen Mikhailov metric (HIM) (Jurman et al., 2015). As a mixture of the Hamming 

distance and the Ipsen Mikhailov distance it does not only measure local difference but also 

global structural distance in the Ipsen Mikhailov part. The Ipsen Mikhailov distance compares 

the laplacian spectrum of graphs which contains information about connectivity and global 

structure. For differentiation trees the F1-branch score is also frequently used. Initially it was 

used for binary classification, but for tree comparison it reflects how many branches are 

found in one graph but not in another. 

These metrics help researchers to quantitatively compare and assess structural similarity of 

cellular relationships and biological pathways. They also allow for the comparison of a larger 
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amount of graphs and validation of inferred cellular trees against known developmental or 

lineage structures. 

1.6.​ Goals 

The primary goal of this thesis is to identify an optimal combination or set of computation 

methods for the preservation of lineage relationships between cell clusters. By leveraging the 

well-documented mitotic tree of Caenorhabditis elegans and available scRNAseq data 

available in Cole et al. 2024, this work will focus on selecting and fine-tuning methods and 

analysis steps to maintain the developmental lineage while addressing key challenges such 

as sparsity and noise. This dataset contains cell identifications that correspond to the nodes 

in the tree of mitotic histories, thus providing both a resolved clustering and a gold-standard 

tree, or network, on which to compare inferred data-derived trees. We also test the inclusion 

of machine learning classification as opposed to only manual annotation of clusters in order 

to account for any discrepancies or errors in the manual annotations which may compromise 

the results. 

 

As the goal is to provide a robust framework for future analyses of developmental systems, 

we then select the best method combinations and apply the analysis pipeline to a larger and 

less resolved scRNA-seq dataset from Nematostella vectensis (Cole, Steger, et al., 2024). 

We generate a set of hypotheses of cell-type relationships of the neuroglandular lineage from 

both the developmental and adult tissue data subsets, and use the network comparison of 

the pipeline to compare the similarity of resultant networks from the two phases of organism 

life cycle: embryonic development and adult homeostasis. 
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2.​ Materials and Methods 
Two datasets are used in this project, one from C.elegans (Cole, Hashimshony, et al., 2024) 

and one from N. vectensis (Cole, Steger, et al., 2024). 

2.1.​ scRNA-seq dataset of Caenorhabditis elegans 

See (Cole, Hashimshony, et al., 2024). All data is downloadable from this publication and 

preprocessing is described detailedly. 

2.2.​ scRNA-seq dataset of Nematostella vectensis 

See (Cole, Steger, et al., 2024). All data is downloadable from this publication and 

preprocessing is described detailedly. 

2.3.​ Computational Analysis 

2.3.1.​Pipeline 

A custom computational pipeline was developed in Python (6.2.​ Software versions) to 

handle all the steps needed in the analysis of the scRNA-seq expression matrix according to 

the goals of this thesis. This begins with standard preprocessing steps, filtering and 

normalization, followed by integration techniques, dimensional reduction/transformations, 

trajectory inference and comparison of inferred graphs. Additionally the pipeline comprises 

functions for the analysis of the impact of methods on the result as well as the visualization. 

The pipeline supports multiple methods of each analysis step. New methods can be easily 

added by including the script for it in the  scripts_methods directory and adjusting the 

configuration of the pipeline. The modular design allows for flexibility, enabling users to run 

different combinations of methods and parameters efficiently, either in a grid search format or 

with predefined workflows.  

This framework allows for a high level of customization, where algorithms can be compared 

systematically. It also supports scripts written in bash, Python and R - enabling the 

integration of the best available tools for each analytical step. 
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2.3.2.​Software and Tools 

The computational pipeline relies on a variety of libraries to handle different aspects of the 

analysis. Core packages like scanpy (Wolf, Angerer and Theis, 2018) and its dependency 

anndata (Virshup et al., 2021) are used for managing and most of the analysis  of the 

scRNA-seq datasets. In addition numpy (Harris et al., 2020) and pandas (team, 2024) 

provide efficient data structures and manipulation capabilities. The well-known package  

networkx (Hagberg, Swart and Chult, 2008) was utilized for graph manipulation and 

visualization.  For the calculation of graph distances nertrd (McCabe et al., 2021) was mainly 

used. For plotting matplotlib (Hunter, 2007) was employed, allowing for detailed graphical 

representations of the data and the analysis results. The pipeline leverages scikit-learn 

(Pedregosa et al., 2011) for machine learning and statistical analysis. Other libraries were 

also integrated into the pipeline but are mentioned in the specific section in 2.3.​ Pipeline 

methods.   

For further specific information and implementation details look into the documentation or 

scripts in the github repository (https://github.com/Bunibal/masterthesis_public). 

2.4.​ Pipeline methods 

This chapter provides the methods implemented in the computational pipeline, detailing the 

tools and techniques applied at different stages of scRNA-seq data analysis. Method names 

correspond to the script names in the documented package. 

 

The pipeline is designed in a modular way - so that each script has an input file and an 

outputfile which are saved in the correct format to a directory named after the step of the 

analysis. 

2.4.1.​Selection of variable genes & preprocessing 

In this section method modules are listed which do the preprocessing (this is why they are 

called preprocess or normdevstages) and gene selection. But the only difference between 

them is how they select the variable genes for further analyses. 

-​ preprocess: is used for filtering and normalizing scRNA-seq data stored in an 

AnnData object. It starts by filtering cells by the default of at least 200 expressed 

genes. Further it filters genes by a default minimum of expression in three cells. The 

data is then normalized by total expression per cell and log-transformed. Specifiable 

by the user (default 2000), the user selects the top n highly variable genes. For the 
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construction of the K-nearest neighbors (KNN) graph a PCA is applied - which is 

needed for later processing. But PCA is not applied to the count matrix. 

-​ normdevstages: The normdevstages method preprocesses the data exactly like the 

preprocess script only that the selection of the n highly variable genes is changed. 

Written for the C. elegans dataset it aggregates cell division stages into 6 different 

groups following the grouping in the original publication (Cole, Hashimshony, et al., 

2024) (thresholds: 1, 8, 15, 28, 51, 102, 201). As a next step it uses the scanpy 

preprocessing function highly_variable_genes with the batch_key parameter referring 

to the aggregated cell division stages - thus highly-variable genes are selected within 

each batch separately and merged (scanpy.pp.highly_variable_genes, 2024). 

2.4.2.​Scaling 

-​ ztransform: The ztransform method applies z-transformation to the gene expression 

data within the AnnDataobject, grouping the data based on a user-specified grouping 

in anndata.obs. This script is a direct translation of the Seurat R packages (Hao et al., 

2024) ScaleData function, adapted for use in scanpy. The method standardizes each 

gene’s expression within the specified group by centering and scaling the values with 

an option of clipping extreme values to a maximum of 10. In the original publication of 

this dataset this integration was used (Cole, Hashimshony, et al., 2024) and is a 

modification of the standardly used ztransformation of the genes without grouping. 

2.4.3.​Integration 

-​ harmony: the harmony method performs batch effect correction using the harmony 

(Korsunsky et al., 2019) integration in scanpy. It works by aligning data from different 

batches in a shared low-dimensional space and commonly in the PCA space. The 

alignment is done iteratively until convergence or max_iter_harmony value is reached 

(default: 20). It outputs a harmonized space where batch effects are minimized. 

-​ bknn: the BBKNN (Batch Balanced KNN) method (Polański et al., 2020) is utilized to 

correct for batch effects in scRNA-seq data. It adjusts the KNN graph to ensure that 

cells are connected within their batch. Via the batch_key parameter it can be 

specified for which batch effects the KNN should be corrected for. Additionally the 

neighbors_within_batch parameter defines the number of nearest neighbors per 

batch (which is set to default:1 due to low batch size). 
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2.4.4.​Transformation and dimensional reduction 

-​ PCA: The PCA (Principal Component Analysis) method reduces dimensions in the 

data by projecting gene expression onto a set of Principal components (PCs) 

capturing the most variance in the data. In this script scanpy.tl.pca is applied with a 

default of 50 returned components. 

Additionally the KNN graph in the scanpy object is constructed in this script using the 

PCA-reduced space for visualization, graph generation and trajectory inference. 

-​ pcaUMAP: The pcaUMAP method performs a PCA followed by UMAP (Uniform 

Manifold Approximation and Projection) (McInnes, Healy and Melville, 2020). As 

before n_comps/n_pcs is set per default to 50. After construction of the KNN graph 

UMAP is applied. UMAP is a non-linear dimensionality reduction algorithm which 

aims to preserve both local and global structure of the data. It constructs a high 

dimensional graph representation of the data and then optimizes a low-dimensional 

graph to be structurally as similar as possible. Compared to t-SNE UMAP tends to 

have lower runtime and arguably a better global structure preservation (McInnes, 

Healy and Melville, 2020). 

-​ UMAP: UMAP performs the UMAP algorithm directly on the data without conducting 

a PCA before. 

-​ vasc: The script applies a variational autoencoder (VAE) to scRNA-seq data, 

reducing its dimensionality by learning a lower-dimensional latent space 

representation. VASC consists of an encoder, which projects the high-dimensional 

gene expression space into a latent space and a decoder which reconstructs original 

data from this reduced representation. This VAE captures complex, nonlinear 

relationships in gene expression. Several learning parameters are specified such as 

latent_dim (default 50), which controls the size of the latent space, patience (default 

50), which determines how many epochs the training will wait before stopping if no 

improvement is detected, and min_stop (default 500), which ensures a minimum 

number of epochs are executed even if early stopping is triggered. The batch size for 

training is set with batch_size (default 32), and an optional learning rate 

(learning_rate, default 0.0001) can be adjusted for optimization. If annealing is 

enabled (annealing, default True), the temperature parameter (tau0, default 1.0) and 

its lower bound (min_tau, default 0.5) are used to modify the optimization process. 

The final latent space is saved once the model converges or after a maximum of five 

attempts. 

-​ pcadiffmap: Equal to the pcaUMAP method, pcadiffmap applies PCA to reduce 

dimensionality of the input data, selecting top PCs (default: 50). Afterwards the KNN 
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graph is constructed and the diffusion map algorithm is utilized to transform the data. 

Diffusion maps operate by constructing a graph where each cell is treated as a node, 

and the edges represent similarities between cells based on their gene expression 

profiles. A diffusion process is then simulated across this graph to capture the 

connectivity and relationships between cells. The diffusion map reduces the 

dimensionality of this graph to a diffusion space, where cells are embedded based on 

their diffusion distances. This approach comprises both local neighborhoods and 

long-range cell relationships, making it well-suited for identifying continuous biological 

processes such as cell differentiation (Coifman and Lafon, 2006). 

-​ diffmap: The diffmap method directly reduces the dimensionality of scRNA-seq data 

exactly like in the pcadiffmap method without applying PCA first. 

2.4.5.​Trajectory Inference 

-​ trajinf_paga: In this script PAGA (Wolf et al., 2019) is used to perform trajectory 

inference on scRNAseq data. The method starts by calculating a neighborhood graph 

of cells which is based on high confidence paths and a random-walk-based distance 

to identify the relationship between cells - which is the kNN graph built in previous 

steps. The Minimum Spanning Tree calculated by PAGA is then saved for later 

analysis. 

Additionally directionality is inferred by providing root cells and the calculation of 

diffusion pseudotime (DPT) (Haghverdi et al., 2016). DPT is a technique that orders 

cells based on how they transition along developmental paths. The direction of each 

edge in the graph is determined based on the pseudotime information by comparing 

the mean or median of the pseudotime or by calculating a t-test between clusters 

(default: median). 

The resulting trajectory, along with directionality is saved as an adjacency matrix 

(2.5.1.1. Adjacency matrix) for further analysis. 

-​ trajinf_mst: This script performs trajectory inference using a direct Minimum 

Spanning Tree (MST) approach on scRNA-seq data. The MST method is used to 

model the most efficient path of developmental transitions between clusters of cells. 

First cluster centers are computed based on the average gene expression profiles for 

each cluster. Pairwise distances (default: euclidean) between cluster centers are 

calculated using the pdist function of scipy.spatial.distance (Virtanen et al., 2020). But 

if bknn calculated connectivities are available those are used to build a similarity 

matrix. 
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In the next step the MST is constructed using the pairwise similarities between 

clusters. The MST, represents the shortest tree connecting all clusters with the 

minimum total edge weight, minimizing the total "distance" between clusters in the 

developmental trajectory. 

To add directionality to the trajectory, DPT is calculated and as in trajinf_paga per 

default the median of the pseudotime is compared between clusters. The resulting 

MST is saved as an adjacency matrix for later analysis. 

-​ trajinf_mstpen: In this modified version of the MST trajectory inference method, 

most of the steps remain the same as described previously, but a penalty is 

introduced for the weight of edges connecting nodes that belong to the same 

embryonic stage. 

The penalty is applied using the following formula: 

  𝐴𝑑𝑗𝑢𝑠𝑡𝑒𝑑 𝑤𝑒𝑖𝑔ℎ𝑡 =  𝑜𝑟𝑖𝑔𝑖𝑛𝑎𝑙 𝑤𝑒𝑖𝑔ℎ𝑡|𝑖𝑛𝑡𝑒𝑟𝑠𝑒𝑐𝑡𝑖𝑛𝑔 𝑠𝑡𝑒𝑝𝑠|

where: 

-​ The original weight is the similarity or connectivity between two nodes 

(clusters). 

-​ The intersecting stages are the shared embryonic stages between the two 

nodes 

This exponentially increases the weight of intra-stage edges, making them less likely 

to be part of the MST. As a result the MST will favor connections between clusters 

from different stages, potentially improving biological relevance of the inferred 

trajectory. 

 

-​ trajinf_monocle: In this script, Monocle3 (Cao et al., 2019) is used to perform 

trajectory inference on scRNA-seq data. The process begins with the conversion of 

the dataset from an input format (h5ad) into a CellDataSet (cds) object, which serves 

as the input for Monocle3's trajectory learning pipeline. 

Monocle3 constructs a principal graph by projecting the data into low-dimensional 

space (UMAP) and identifying the underlying structure of cellular transitions. In this 

script the variably preprocessed matrix is fed into the monocle algorithm. The 

learn_graph function is employed to infer the trajectory, leveraging nearest-neighbor 

methods and a spanning tree algorithm. The graph-learning process is customized by 

setting specific parameters, such as disabling partition constraints (use_partition = 

FALSE), disabling the graph pruning and setting the minimal branch length to 0 in 
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order to preserve all nodes. Next, cells are ordered in pseudotime by specifying the 

root cells, which correspond to the earliest developmental stage in the dataset. 

To integrate cluster-level information into the trajectory, cluster centroids are 

computed in the UMAP space. For each cluster, the closest node in the principal 

graph is identified by calculating the Euclidean distance between the cluster centroid 

and graph nodes. Each graph node is then annotated with its corresponding cluster 

label. 

Finally, the trajectory graph is converted into an adjacency matrix representing the 

connectivity between nodes. 

-​ trajinf_slingshot: In this script, Slingshot (Street et al., 2018)is used to perform 

trajectory inference on scRNA-seq data. The expression matrix and clustering 

information are extracted from the dataset and given as input to slingshot. 

Slingshot constructs trajectories by combining dimensionality reduction, clustering 

information, and a minimum spanning tree approach. The expression matrix is 

analyzed alongside the specified clustering labels to infer developmental lineages. 

Slingshot determines the global structure of cellular transitions and identifies lineage 

paths between clusters in the data. 

The inferred tree generated by Slingshot is represented as an adjacency matrix and 

saved in csv format, making it compatible with downstream analyses. 

2.5.​ Cell classification 

For cell classification, we employed multinomial logistic regression using the scikit-learn 

library (Pedregosa et al., 2011) to predict cell types from scRNA-seq, following recent studies 

of best practice (Le et al., 2022). The model was trained using manually annotated data of 

the C. elegans dataset. 

-​ multinomLogReg: The input of this script in the AnnData format consists of gene 

expression profiles and labels. The dataset is split into five parts of equal size for four 

training and one test set. Additionally it is ensured that these partitions are stratified - 

meaning that equal distribution of cell classes is given. A multinomial logistic 

regression model was used, which is well-suited for multiclass classification 

problems. The model’s parameters were optimized using the SAGA solver, the 

maximum of possible iterations was set to 1000 and the L1 regularization was used to 

manage overfitting. 
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After training the model’s performance was evaluated on the test set using a 

confusion matrix to visualize the accuracy of predictions. Furthermore the mean of the 

F1 score (just like the F1-branch score), precision and recall of each cell type is 

calculated. 

 

2.6.​ Graph/ tree Comparison Metrics 

A variety of metrics can be employed to quantitatively evaluate similarity between graphs or 

trees. However there is no standard metric to use which shows robust results which are also 

informative about different characteristics of a graph. Thus a range of metrics were also used 

in research projects with similar goals (Saelens et al., 2019). These include the Hamming 

distance, the Hamming-Ipsen Mikhailov distance (HIM), the graph edit distance (GED) and 

the F1-branch score. 

2.6.1.​Hamming distance 

2.6.1.1.Adjacency matrix 

Graphs can be represented in various forms. The most common forms are adjacency 

matrices, adjacency lists or edge lists. 

 

The adjacency matrix is a square matrix, where the element in row i and column j is 1, when 

there is an edge between node number i and node number j. Weights can also be included 

by replacing 1 with the respective weight. 

2.6.1.2.Hamming distance 

 

The Hamming distance is the number of elements different in two adjacency matrices. 

Meaning if we had two undirected graphs which are equal except that one of them had one 

arbitrary edge more - hamming distance would increase by two. 

 

A Hamming distance of zero would indicate that the two compared graphs are identical. A 

higher Hamming distance suggests more dissimilarity between graphs.  

 

In summary the Hamming distance provides an intuitive way of quantifying similarity between 

graphs. However it reacts very sensitively to differences in topology or structure of the graph. 
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Furthermore it is limited to comparing graphs of the same size, since only adjacency matrices 

of the same shape can be evaluated. 

2.6.2.​Hamming-Ipsen Mikhailov distance 

HIM extends the Hamming distance by incorporating structural differences and spectral 

properties of the graph/ tree (Jurman et al., 2015). This metric considers not only direct 

differences in connections (like the Hamming distance) but also underlying structural 

characteristics of the graph reflected in the laplacian spectrum. 

 

2.6.2.1.Laplacian matrix and spectrum 

The laplacian matrix is derived from the adjacency matrix (2.3.1.1.Adjacency matrix). Its 

defined as: 

 𝐿 =  𝐷 −  𝐴

where 

-​ L is the Laplacian matrix 

-​ D is the degree matrix, which is a diagonal matrix where each element represents the 

degree of the node 

-​ A is the adjacency matrix 

 

The laplacian spectrum derives from the laplacian matrix as its eigenvalues. The eigenvalues 

encode information about the global structure as well as connectivity of the graph. The 

difference of each of the eigenvalues between graphs is taken and squared. Afterwards the 

square root of the sum of the differences is taken. The resulting Ipsen-Mikhailov distance 

(IM) is reflecting the difference in spectral distribution and density of the graph/tree. 

 

2.6.2.2.HIM distance 

The HIM distance is the combination of the Hamming distance and the IM distance. They can 

be weighted depending on which importance is given by the user to the direct structural 

difference vs the spectral differences. In this thesis no specific weighting was used (alpha = 

0.5). 

 

 𝐻𝐼𝑀 =  ɑ *  𝐻𝑎𝑚𝑚𝑖𝑛𝑔 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒 +  (1 −  ɑ)  *  𝐼𝑀 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒
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A low or close to zero HIM distance indicates that the graph is similar in spectral properties 

and local structure. On the contrary a HIM distance of 1 suggests a maximally different 

graph. 

 

Summarizing the HIM distance provides a robust way of capturing differences in local and 

global structure between graphs. However it is not easy to interpret and furthermore trees 

can have very similar spectral spectra. For example a very linear tree can be very similar in 

spectral properties to a binary one. 

2.6.3.​Graph edit distance 

Graph edit distance (GED) (Serratosa, 2021) is a very intuitive metric which quantifies 

distance between graphs as the minimum number of edit operations needed to transform 

one graph into the other. In this project the implementation of the python package networkx 

was used (Abu-Aisheh et al., 2015). All penalties were set to default values, but a timeout of 

30 seconds was set - taking the best solution within this timeframe.  

2.6.3.1.Edit operations 

There are six possible edit operations that GED considers: 

1.​ Node Insertion: Adding a node to the graph. 

2.​ Node Deletion: Removing a node from the graph. 

3.​ Node Substitution: Changing the label or attributes of a node. 

4.​ Edge Insertion: Adding an edge between two nodes. 

5.​ Edge Deletion: Removing an edge between two nodes. 

6.​ Edge Substitution: Changing the label or attributes of an edge. 

Due to the nature of the problem the calculation of an exact GED is NP-hard. Meaning that it 

is computationally very expensive for larger graphs 

 

A GED of zero indicates that graphs are identical in labeling and structure. A higher GED 

means that a higher number of edit operations have to be applied. Maximum GED varies due 

to graph size and structure. 

 

GED is a versatile and nuanced metric for quantifying dissimilarity between graphs. It is very 

intuitive to understand and captures all kinds of characteristics well. Although it is 

computationally expensive to calculate for the scope of this project it suffices. 
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2.6.4.​F1 - branch score 

The F1-branch score is a valuable metric to quantify how many edges or branches of two 

trees are coinciding. It is a particularly valuable tool when you want to assess if two trees 

share the same branching. 

Derived from the F1 score and very commonly used in machine learning for binary 

classification. It balances precision and recall, which are the ratios between TruePositives 

(TP) / FalsePositives (FP) and TP /FalseNegatives (FN). 

 

In Directed Acyclic  Graphs (DAGs) or trees Branches are classified as: 

 

-​ TP if they can be found in the ground truth and in the predicted tree 

-​ FP if they are in the predicted tree but not in the groundtruth 

-​ FN if they are in the ground truth but not in the predicted tree 

 

The F1-branch score is, as mentioned a mixture of precision and recall which are calculated 

with the following formulas: 

 

 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  𝑇𝑃
𝑇𝑃 + 𝐹𝑃

 𝑟𝑒𝑐𝑎𝑙𝑙 =  𝑇𝑃
𝑇𝑃 + 𝐹𝑁

 

The F1-score branch is then calculated:​

 𝐹1 𝑠𝑐𝑜𝑟𝑒 =  2 × 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑟𝑒𝑐𝑎𝑙𝑙
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙

 

A F1-branch score of one indicates that both trees have perfectly identical branching 

structures with all branches in one tree matching all those in the other. If there are no 

branches overlapping the F1-branch score will be zero. 

 

The F1- branch score provides a robust and interpretable metric for comparing the branching 

structure of DAGs. However it does not include the ordering or location of nodes. 

2.7.​ Methods for the Analysis of Metrics 

For the general evaluation and also the analysis of the impact of specific methods for the 

overall results mainly two methods were used - a linear model and a PCA encompassing all 
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metrics. Aside from these analysis methods, visual inspection of the trees/ classification 

results in different transformation spaces (UMAP,...) is also possible. 

2.7.1.​Linear model 

To investigate the contribution of individual processing methods to performance metrics, a 

linear model was constructed. First normalization of metrics was implemented by this 

formula: 

 𝑚𝑒𝑡𝑟𝑖𝑐 =  𝑚𝑒𝑡𝑟𝑖𝑐 − 𝑚𝑖𝑛(𝑚𝑒𝑡𝑟𝑖𝑐)
𝑚𝑎𝑥(𝑚𝑒𝑡𝑟𝑖𝑐) − 𝑚𝑖𝑛(𝑚𝑒𝑡𝑟𝑖𝑐)

min and max operations retrieving the minimum or maximum value of the metric vector, 

respectively. 

Afterwards the usage of methods was dummy coded and used as predictive variables. An 

Ordinary Least Squares (OLS) regression model is fitted. No interactions between methods 

were accounted for, since they putatively do not have a major impact on the prediction and 

the model would become intractable for the enormous number of potential interactions 

between all methods. Resulting coefficients can be seen as the impact of one method on the 

performance metric. 

The usage of a linear model makes it possible to make it easier to understand the impact of 

one method on the result, helping in the decision process which methods to use for the 

optimal trajectory inference method combination. 

2.7.2.​PCA of performance metrics 

A PCA was utilized to make it possible to explore relationships among performance metrics 

across method combinations. 

First all metrics are normalized (as explained in 2.7.1.Linear model) and a PCA was applied. 

Results can be plotted as a 2D or 3D scatterplot making the respective number of principal 

components visible. Additionally for every step different options of methods are made visible 

by colour coding. An interactive framework was implemented to enable users to hover over 

points for detailed method labels, enhancing interpretability. 

The PCA results highlighted clusters of method combinations with similar performance 

characteristics, providing insight into overarching trends. The variance explained by each 

component, along with component loadings, can be used to identify which metrics influence 

the observed patterns.  
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3.​ Results 

3.1.​ Cell classification and model performance 

3.1.1.​Overview 

This section summarizes the performance of various method combinations - including 

integration and transformation - with subsequent application of a multinomial logistic 

Regression (Le et al., 2022). The performance of the model is evaluated by a number of 

metrics, including f1 score, precision, recall and percent of correctly predicted cells.  

The goal of this section was to assess the best processing of the data to achieve the best 

performance in a classification model for cells. With the intention to later compare 

performance of cell relationships preservation of the manual cell labels vs the model 

classified cell labels. 
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3.1.2.​Configuration 

 
Figure 1. Configuration of the machine learning (ML) classification pipeline. Nodes represent 

preprocessing steps, dimensionality reduction techniques, integration methods and classification 

methods, with directed edges indicating data flow. preprocessing - standard data preparation + 

selecting genes, integration1 - scaling or not, transformation - dimensional reduction, integration2 - 

integration, classification - class prediction 

The pipeline was configured in multiple sequential steps, as depicted in Figure 1. 

Configuration of ML classification. These steps include preprocessing, two integration steps, 

integration and classification. Detailed description of methods can be read in Pipeline 

methods. 

-​ Preprocessing: Two approaches were used: standard preprocessing (‘preprocess’) 

with two variations selecting 2000 or 4000 highly variable genes and selecting highly 

variable genes by developmental stages (‘normdevstages’).  

-​ Scaling: Following preprocessing, data underwent either no scaling (‘donothing’) or 

z-score normalization by the integration factor (‘ztransform’). 
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-​ Dimensionality Reduction: This step included methods such as PCA, diffusion 

maps (‘diffmap’), UMAP, and additional hybrid approaches like PCA-UMAP 

(‘pcaUMAP’) and PCA-diffusion maps (‘pcadiffmap’). Additionally the variational 

autoencoder is tested (‘VASC’). 

-​ Integration: In the second integration step Harmony is used or nothing is 

implemented. 

-​ Classification: The final step employed multinomial logistic regression 

(‘multinomLogReg’) to classify cells based on their gene expression profile. 

This configuration allows for 84 (3*2*7*2 methods) method combinations to run. The directed 

graph Figure 1. Configuration of ML classification shows the flow through the pipeline. 

3.1.3.​General results 

 
Figure 2. F1-score and percent score of the classification for best method combination containing one 

method (brackets). For other metrics and all method combinations see supplements 

Figure 2 illustrates the performance of the implemented method combinations on two 

measures. The x-axis shows the respective scores. The y-axis shows the frequency in the 

histogram and in the second plot the best method combination - containing one specific 

method. When looking at all method combinations all measures show approximately the 

same tendency of quality of classification for each combination. When looking at the above 

graph it can be noted that there seems to be one smaller difference and one major difference 
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in method combination performance. The smaller jump in classification accuracy is seen after 

the best method combination of harmony and the major jump after the best combination 

which contains PCA as a method. This indicates that some methods seem to have a very 

beneficial effect on the performance of classification while others seem detrimental. 

One can also observe that the majority of method combinations perform rather poorly, while a 

few perform very well (Fig. 2A). This can be seen in the f1_score where 1 is best and 0 the 

worst obtainable score and at the proportion which have been correctly identified. 

3.1.4.​Impact of specific methods 

￼ 

 
Figure 3. Linear model coefficients for each step and method, with the F1-score as the response 

variable. The bar heights represent the magnitude and direction of each coefficient, indicating the 

relative influence of preprocessing and feature transformation steps on the F1-score. Positive 

coefficients contribute positively to the model's performance, while negative coefficients indicate a 

detrimental effect. 

Due to the large number of method combinations, we sought to assess the degree of impact 

of any one method on the F1- score. For this a linear model was built with the distance 

metrics as a response and the methods as predictors. The coefficients of this linear model 

can be seen in Figure 3. Coefficients for each step and method. On the x-axis, each method 

(x-label) is associated with a specific coefficient, which indicates its impact in the context of 

the linear model. The colouring in the plot corresponds to the specific steps in the 

configuration of the pipeline, making it easier to interpret. 
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Understanding the basic principles of what a linear model in this context is and what the 

F1-score means is crucial to comprehending how to read this graph. A multinomial linear 

model estimates the relationship between the target variable (the F1-score) and one or more 

predictor variables (in this case, the methods). Each method's weight or influence on the 

prediction are represented by the coefficients in the linear model. Essentially these 

coefficients show how much each method affects the predicted score. 

The methods used in this model are dummy coded, which means that each method is 

represented as a binary variable (0 or 1), where 0 denotes that the method was not used and 

1 denotes that it was. In other words, when this method is applied, the coefficient of the 

particular method is added to the predicted score. This makes it simple to determine which 

techniques affect the F1-score in a positive or negative way. 

The accuracy of a model, specifically the balance between precision and recall, is measured 

by an F1-score. A high F1-score suggests that the model is producing accurate predictions 

with fewer false positives and false negatives. As a result, a method's higher coefficient 

indicates that it significantly improves the model's classification accuracy by having a positive 

impact on the F1-score. 

For Step 0 (Preprocessing), using 2000 highly variable genes provides the best performance, 

with a coefficient of 0.054, compared to 4000 highly variable genes (0.042). Selecting 

variable genes from each developmental stage (0.045) has a smaller positive impact. In Step 

1 (Data Transformation), Z-transformation (0.076) outperforms the "donothing" approach 

(0.066), indicating that standardization improves model performance. 

In Step 2 (Dimensionality Reduction), PCA (0.598) significantly boosts performance, while 

methods like UMAP (-0.133) and Diffusion Map (-0.320) reduce the F1-score. "donothing" in 

this step (0.662) shows the strongest positive effect, surpassing even PCA. Combined 

methods like PCA + UMAP and PCA + Diffusion Map also result in negative impacts. 

For Step 3 (integration), both "donothing" (0.074) and Harmony (0.068) show minor positive 

effects, with "donothing" slightly outperforming Harmony. Overall, the optimal combination 

involves using 2000 highly variable genes, Z-transformation, PCA, and "donothing" for batch 

correction.  

However since e.g. no interactions are considered in this linear model, the real values can 

deviate from the predicted value meaning that this method combination does not necessarily 

produce the best result. 
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Table 1. Top 3 ML-classifcation method combinations. The top-ranked method combination 

preprocessnhighlyvariable4000_ztransform_donothing_donothing achieves the highest f1_score 

(0.9203). 

 f1_score precision recall percent_correct 

preprocessnhighlyvariable4000_ztransform_donothing 

_donothing 

0.9203 0.9032 0.9378 0.7677 

preprocessnhighlyvariable4000_donothing_donothing 

_donothing 

0.9132 0.8991 0.9317 0.7622 

normdevstages_donothing_donothing_donothing 0.9125 0.8983 0.9195 0.7613 

The top three method combinations are presented in Table 1. Top 3 ML-classifcation method 

combinations. Since all these method combinations have no cell classes missing in the 

prediction it was decided to use the best classification: 

preprocessnhighlyvariable4000_ztransform_donothing_donothing for subsequent analysis of 

trajectory prediction using the automatic labelling. That 76.77 % are correctly predicted is 

compared to similar predictions in the field relatively high (Deng et al., 2021).  

As it can be noticed from Table 1 the top 3 scoring method combinations mainly consist of 

not processing the data at all - which suggests that reducing the data in any way reduces the 

ability to correctly classify the cells. Furthermore it seems that ztransform enhances as well 

the ability to correctly predict cells - although no other combination in the Top three method 

combinations use it.  

Concluding this suggests that using almost raw data for the classification of cells is the best 

approach. It seems that preprocessing (filtering and scaling) does have an effect although it 

might be small. 

3.2.​ Insights of the manual and automated annotation pipelines 

in the C. elegans dataset 

 

This section summarizes the results of a comprehensive comparison between a ground truth 

cell division tree in C. elegans, using various combinations of preprocessing, integration, 

dimensionality reduction, and trajectory inference methods. In total, 630 distinct pipeline 

configurations were evaluated (Fig 4). Their performance was assessed by using several 

metrics evaluating tree similarity and integration efficiency (2.6.​ Graph/ tree Comparison 

Metrics). The goal was to identify method combinations that optimally preserve lineage 

relationships in time series scRNA-seq data. 
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In addition to evaluating methodological choices, this chapter also compares the 

performance of two annotation strategies: 

-​ Manual cell annotation: labels were assigned and curated by experts (Cole, 

Hashimshony, et al., 2024) 

-​ Automated cell annotation: labels were assigned via a supervised classification 

approach using multinomial logistic regression (3.1.​Cell classification and model 

performance). This was implemented using the scikit-learn library in Python 

(Pedregosa et al., 2011) and selected based on its strong performance in recent 

studies (Le et al., 2022) 

 

Summarizing this section will show a way of optimally preserving trajectory information and 

compares these two different annotation strategies in performance. The implications and 

results are discussed in detail in section 4.2.​Finding the best method combination for C. 

elegans scRNA-seq data and 4.3.​ Performance of manual annotation vs ML-based 

classification. 
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3.2.1.​Configuration 

 
Figure 4. Graph representation of the C. elegans pipeline configuration. Nodes represent different 

processing steps, while directed edges indicate the flow of data through the pipeline. preprocessing - 

standard data preparation + selecting genes, integration1 - scaling or not, transformation - dimensional 

reduction, integration2 - integration, groundtruth - creating the pruned reference, trajectory - trajectory 

inference, compare - comparing the predicted graph to the groundtruth 

 

The pipeline follows a sequential workflow as depicted in a directed graph Figure 4. 

Configuration of the C. elegans pipeline. This comprises multiple stages: preprocessing, 

integration, dimensional reduction, 2nd integration step, pruning of the groundtruth tree, 

trajectory inference and the final calculation of comparing metrics. A detailed description of 

each method can be found in 2.6.​ Graph/ tree Comparison Metrics. This pipeline was 

applied to both manually annotated and machine-labeled datasets, using the same 

configuration to ensure comparability of results. The workflow comprises multiple stages: 

-​ Gene selection and prior processing: Three approaches were tested: standard 

preprocessing (4000 and 6000 n_highlyvariable genes, “preprocess”) and selecting 
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highly variable genes in every developmental step (default: 2000 genes, 

“normdevstages”). 

-​ Scaling: The first integration step comprises ztransforming by library (“ztransform” in 

C. elegans the embryo) or doing nothing 

-​ Transformation/ dimensional reduction: Several methods were applied to reduce 

the dimensionality of the data while retaining key features of the data.  These 

included principal component analysis (“PCA”), Uniform Manifold Approximation and 

Projection (“UMAP”), diffusion maps (“diffmap”), and hybrid approaches such as  the 

currently standardly used methodPCA-UMAP (“pcaUMAP”) and PCA-diffusion maps 

(“pcadiffmap”). Additionally, a variational autoencoder (“VASC”) was tested. 

-​ Integration step: In the second integration step, “harmony” or BBKNN “bknn”was 

applied to correct for batch effects in the reduced and transformed space. 

-​ Pruning of the “Groundtruth”:  The developmental tree is pruned to match the set 

of cells present in the dataset, allowing for a direct comparison between inferred and 

known trajectories. (“createreference”) 

-​ Trajectory Inference: Multiple trajectory inference methods were tested, including 

Slingshot (“trajinf_slingshot”), PAGA (“trajinf_paga”), MST-based approaches 

(“trajinf_mst”, “trajinf_mstpen”), and Monocle (“trajinf_monocle”). 

-​ comparetrajectories: Finally, the inferred trajectories are compared to the cell 

division tree using various metrics (2.6.​ Graph/ tree Comparison Metrics). 

For both annotation strategies, clustering was not performed using conventional 

unsupervised methods (such as k-means or community detection), but instead based on 

manual annotation of cell types, the assumption of independence between clusters does not 

hold. These manually defined cell groups may exhibit intrinsic dependencies or hierarchical 

relationships that are not accounted for by standard clustering paradigms. As a result, some 

trajectory inference methods particularly those relying on mathematically well-defined, 

separable cluster structures (e.g. slingshot, PAGA, monocle or pseudotime calculation dpt) 

fail or become inapplicable under these conditions. 

In the machine-labeled pipeline, cell types were annotated using the best-performing 

classifier identified in 3.1.​ Cell classification and model performance with the following 

configuration: 

preprocessnhighlyvariable4000_ztransform_donothing_donothing_multinomlogReg 

Using the same method combinations on the machine-labeled data as for the manually 

labeled data ensures the comparability between these strategies. 

Despite following an identical configuration, method combinations in the ML-pipeline resulted 

in a slightly higher number of running errors (due to previously described errors), completing 
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505 out of 630 total combinations. This means that 125 method combinations were not 

completable and are not considered in the results. 

3.2.2.​Comparison to groundtruth 

To assess the correctness of inferred trajectories, the resulting structures were compared to 

the known cell division lineage of C. elegans (Fig. 5). This groundtruth tree represents the 

expected developmental relationships between cells, with major lineage branches 

highlighted. Notably not all cells are included - just those annotated in (Cole, Hashimshony, 

et al., 2024) which includes most cells until the 201 cells embryo stage. Missing cells were 

deleted which leads to possible multi furcations or no furcations at all at some nodes. This 

reference provides the basis for evaluating the trajectory preservation of different method 

combinations. 

 
Figure 5. Ground truth cell division tree. Nodes represent individual cells, and directed edges indicate 

lineage relationships. Different colors denote distinct cell lineages, illustrating the hierarchical structure 

of cell division. 
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3.2.3.​Summary of the manual annotation results 

Figure 6 shows the top method combination for each specific method ordered by the 

hamming ipsen mikhailov metric. Here it was decided to show three different scores: HIM, 

hamming and f1 score. 

Notably certain combinations show a consistently high performance in all metrics (Table 2.). 

Interestingly it can be seen that HIM and f1-branch score are not always agreeing on the 

performance of a certain method combination it can be seen that although the HIM is low 

(best possible HIM score 0) e.g. in the best combination contain vasc f1 score is also low - 

which is better when higher reaching a maximum of one. 

It is also noticeable that when certain methods are included there seem to be a drop in HIM 

score. e.g. when using diffmap/monocle. 

Overall, Figure 8 highlights the variability in trajectory preservation across different method 

combinations which underscores the importance of method selection. By comparing inferred 

trees (Fig. 8) against the groundtruth (Fig. 5)  we gain insight which approaches fit best to 

preserve C. elegans cell developmental structure, providing a basis for selecting optimal 

method combinations for future single-cell analyses. 

 
Figure 6. Hamming-IpsenMikhailov metric, F1-score and hamming distance of the trajectory prediction 

for best method combination containing one method (brackets). For other metrics and all method 

combinations see supplements 
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Figure 7. Histograms depicting the distribution of all used evaluation metrics across all method 

combinations. Each subplot represents a different metric, showing the frequency of observed values. 

The distributions provide insights into the variability and trends of different performance measures. 

Fig 7 provides an overview of the distribution of similarity metrics across all tested method 

combinations: Hamming-Mikhailov distance, Hamming distance, Graph Edit Distance (GED), 

f1-score, and kBET. Each histogram represents the frequency distribution of a specific 

metric, offering insight into the range of the metric and frequencies of specific performances. 

A HIM score of 0 means that graphs (“groundtruth” and trajectory) are equal and 1 means 

they are maximally different. The Hamming distance describes the distance between 

adjacency matrices of the compared graphs, meaning that 0 indicates no difference. GED 

describes the needed operations (2.6.3.1.​ Edit operations) to change one graph into the 

other, so 0 is identical and anything higher indicates a certain distance which is dependent 

on graph sizes. The f1-branch-score is a mixture of recall and precision of branches in the 

predicted graph compared to the reference. A score of 0 indicates that no branches are 

coinciding and higher values ( < 1) indicate shared branches (2.6.4.​ F1 - branch score). 

kBET is a measure for the quality of integration, where 1 means perfect integration (no 

difference to if randomly mixed) and below means some separation. 

The Hamming-Mikhailov and Hamming distance histograms exhibit right-skewed 

distributions, indicating that most method combinations result in relatively high distances, but 

a few configurations deviate significantly (more in depth analysis see PCA). The GED and 

kBET distribution follows a similar pattern, with a concentration of values on the higher end. 

In contrast the f1 - score distribution is broader and has less deviant values. However 

f1-scores are generally relatively low suggesting that exact relations between cells are not 

well preserved. 
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These distributions and the general summary plot provide a basis for selecting the 

best-performing method combination, which is further explored in the next section. 

3.2.4.​ Best method combination in the manual annotation approach 

Figure 8 compares two inferred trajectories obtained from the best-performing method 

combinations based on different evaluation metrics. Subfigure A represents the optimal 

combination determined by the Hamming Ipsen-Mikhailov Metric (HIM), while subfigure B 

corresponds to the highest f1-score combination. Both trees are visualized with highlighted 

paths from P_0 to Epl, allowing for a direct comparison of how different methodological 

choices affect trajectory reconstruction. 

While the HIM-optimized tree (A) preserves major hierarchical relationships capturing global 

structure - the f1-score-optimized tree (B) prioritizes local branch accuracy and recall. 

These results show the trade-off between the two different evaluation metrics.   

 
Figure 8. Path analysis in the inferred trees from P_0 to Epl. (A): Tree inferred using the best HIM 

metric combination (preprocesshighlyvariable4000_ztransform_PCA_harmony_paga). (B): Tree 

inferred using the best F1-score combination (normdevstages_ztransform_PCA_harmony_slingshot).​

 Highlighted paths (red) illustrate the lineage trajectories identified by each method, allowing a 

comparison of structural differences between the two optimal approaches 

Tab 2 shows the evaluation metrics of the top ten best method combinations according to 

HIM. Looking at the methods involved in the top 10 best method combinations, it becomes 

apparent that paga is undoubtedly the best trajectory inference method to predict the C. 

elegans cell division trajectory. Interestingly the integration step including bbknn, harmony 

and doing nothing did feature all of these methods in the top ten. Furthermore it is noticeable 

that only PCA and doing nothing as a dimensional reduction are present in these top ten. It 
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also seems that ztransforming or not does not have a huge impact. Equally noticeable is that 

preprocessnhighlyvariable6000 does not appear in the top 10. 
Table 2. Scores of the Top 10 best method combinations ranked by HIM of the C. elegans pipeline. 

The top-ranked method, preprocessnhighlyvariable4000_ztransform_PCA_harmony_paga, achieves 

the lowest HIM score (0.0641), indicating optimal performance. 

 HIM hamming GED f1_score kBET 

preprocessnhighlyvariable4000_ztransform_PCA_

harmony_paga 

0.0641 0.0161 230 0.1176 0.9610 

preprocessnhighlyvariable4000_ztransform_ 

donothing_harmony_paga 

0.0666 0.0164 234 0.0672 0.9222 

preprocessnhighlyvariable4000_donothing_PCA_

bknn_paga 

0.0706 0.0162 230 0.0756 0.9819 

preprocessnhighlyvariable4000_donothing_PCA_

donothing_paga 

0.0706 0.0162 230 0.0756 0.9829 

preprocessnhighlyvariable4000_donothing_PCA_

harmony_paga 

0.0706 0.0164 232 0.0756 0.9493 

normdevstages_ztransform_donothing_bknn_ 

paga 

0.0714 0.0165 234 0.0756 0.9816 

normdevstages_ztransform_donothing_donothing

_paga 

0.0714 0.0165 234 0.0756 0.9837 

preprocessnhighlyvariable4000_ztransform_PCA_

donothing_paga 

0.0717 0.0164 232 0.0756 0.9819 

preprocessnhighlyvariable4000_ztransform_PCA_

bknn_paga 

0.0717 0.0164 232 0.0756 0.9821 

normdevstages_ztransform_donothing_harmony_

paga 

0.0728 0.0162 232 0.0756 0.8963 
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Figure 9. 2D UMAP projection with the inferred tree corresponding to the best HIM metric. Each point 

represents a centroid, colored according to its cluster assignment. The overlaid tree structure 

illustrates lineage relationships, providing a visualization of the developmental trajectory inferred using 

the optimal method (preprocessnhighlyvariable4000, ztransform, PCA, harmony, paga). 

 

 

Fig 12 shows the tree from Fig 10, A on the centroids of each cluster calculated from 

UMAP-space. It is also possible to visualize this tree in 3D (see appendix), in order to better 

explore the connections and their directions in UMAP space. Furthermore one can see the 

directions calculated by the pseudotime as arrows on this graph. 

3.2.5.​Difference in top performing results 

In order to compare the pipeline performance of the two annotation strategies, five key 

metrics (HIM, hamming, GED, F1-branch score and kBET) were plotted of the top x method 

combinations in each pipeline (Fig 10). Additionally the top 10 method combinations and their 

scores are shown in Tab 3. 

One fascinating finding lies in the HIM metric, which is a mixture of local and topological 

similarity in the lineage trees. ML-classification approach (orange) consistently achieved 

lower HIM scores than in the manual annotation approach (blue). This might be due to the 

higher number of annotated cells leading to a higher topological information content in the 

dataset (1411 in the ML-classification versus 902 in the manual annotation). 
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The metrics hamming show a similar pattern - both approaches show in both metrics 

generally a very similar value, where in the first two method combinations ML-classification 

performs slightly better and in the rest manual annotation works better. 

However in the f1-branch score the manual annotation approach works generally a lot better. 

This might be due to more accurate annotation overall. 

In contrast kBET score (integration efficiency) is better in manual annotation, but scores are 

still proportionally equal. This might be due to the structured way cells are classified in the 

ML-approach. 
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Figure 10. Error bar plots showing the progression of performance metrics across the top-ranked 

methods (based on lowest HIM score), separately for manual annotation (blue) and ML-classification 

(orange) pipelines. Each panel corresponds to a distinct evaluation metric (HIM, hamming, GED, f1 

score, kBET), with solid lines indicating the average score among the top X methods and shaded 

bands representing one standard deviation. 
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Directly comparing Table 2 and Table 3 reveal notable differences between the performances 

of the method compositions.  

The top-performing method under manual annotation - 

preprocessnhighlyvariable4000_ztransform_PCA_harmony_paga - achieved the best HIM 

score (0.0641) and showed a relatively high F1 score (0.1176) and kBET (0.9610). In 

contrast, the top-ranked ML-classified method - 

preprocessnhighlyvariable6000_ztransform_PCA_harmony_paga - achieved a slightly better 

HIM score (0.0627), but was based on a different size of highly variable genes (6000 genes). 

 

More broadly when ML-classification is used for annotation the preprocessing 

normdevstages is used far more frequently, also using the 6000 highly variable genes is 

favored against only using 4000. Z - transformation  is quite common under the top 10 

method combinations in Table 3. In terms of the transformation/ dimensional reduction step, 

more diverse methods seem to be in the top 10 method combinations (donothing, PCA, 

UMAP, pcaUMAP). In the second integration step all possible variants appear in Table 3. As 

in Table 2 - all the top method combinations use paga for trajectory inference.  
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Table 3. Scores of the Top 10 best method combinations ranked by HIM of the C. elegans pipeline. 

The top-ranked method, preprocessnhighlyvariable6000_ztransform_PCA_harmony_paga, achieves 

the lowest HIM score (0.0627), indicating optimal performance. 

 HIM hamming GED f1_score kBET 

preprocessnhighlyvariable6000_ztransform_PCA_ 

harmony_paga 

0.0627 0.0166 237 0.0741 0.9732 

normdevstages_ztransform_UMAP_bknn_paga 0.0657 0.0162 232 0.0336 0.9694 

normdevstages_ztransform_UMAP_donothing_paga 0.0657 0.0162 232 0.0336 0.9704 

normdevstages_ztransform_donothing_bknn_paga 0.0662 0.0164 234 0.0336 0.9970 

normdevstages_ztransform_donothing_donothing_paga 0.0662 0.0164 234 0.0336 0.9974 

preprocessnhighlyvariable6000_ztransform_pcaUMAP_

harmony_paga 

0.0663 0.0167 238 0.0167 0.9485 

normdevstages_donothing_donothing_harmony_paga 0.0670 0.0165 236 0.0588 0.9511 

normdevstages_donothing_PCA_harmony_paga 0.0678 0.0167 238 0.0500 0.9526 

preprocessnhighlyvariable6000_ztransform_pcaUMAP_

bknn_paga 

0.0686 0.0167 238 0.0083 1.0000 

preprocessnhighlyvariable6000_ztransform_pcaUMAP_

donothing_paga 

0.0686 0.0167 238 0.0083 1.0000 

3.2.6.​Method Contributions to Score 

In order to understand the individual influence of each method on trajectory reconstruction 

performance, linear models were trained in both annotation strategies to predict the HIM 

score. Here Figure 11 shows the magnitude and sign of each coefficient indicating the 

influence of each method on the HIM score for each annotation strategy. The const 

represents the intercept in the linear model, which would be the HIM score if all variables are 

set to zero. Meaning that if the methods had no impact this would be the obtained HIM score. 

The graph is to be interpreted in a very similar manner to the cell classification pipeline 

(3.1.4.​ Impact of specific methods). 

A positive coefficient suggests that a method increases the HIM score, meaning that it makes 

the inferred trees less similar to the ground truth. Conversely, a negative coefficient suggests 

that the method contributes to reducing the HIM score, thereby increasing the similarity 
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between inferred and ground truth graphs. Since a HIM score of zero indicates complete 

graph similarity and higher values indicate divergence, methods with negative coefficients 

are preferable for preserving developmental trajectories. Since always one option in one step 

has to be applied the lowest positive coefficient associated with a method might be 

preferable. 

In this systematic evaluation it seems that when concentrating just on the manual annotation 

strategy the methods normdevstages, PCA, harmony and trajinf_paga seem to reduce the 

graph distance between inferred tree and the groundtruth, thus are having the best impact 

regardless of processing done before or after the application. 

When looking at the the differences: 

-​ Step 0 (Gene selection): in both annotation approaches different variants of 

processing approximately have a similar estimated coefficient 

-​ Step 1 (integration 1): In the manual annotation there seems to be no difference in 

whether to ztransform or not. In contrast when using the ML-classification annotation 

ztransform seems to be superior. 

-​ Step 2 (transformation/ dimensional reduction): In this step notably differences appear 

- in the ML-classification approach PCA and vasc seems to be less effective, but 

diffmap and “donothing” work better. 

-​ Step 3 (integration 2): As in the manually annotated pipeline method variants do not 

seem to make a lot of difference in performance. 

-​ Step 4 (trajectory inference): In this step the difference in impact on the performance 

between methods seems to be generally higher in the ML-classification approach. 

PAGA seems to perform even far better in this case as well. 

Interestingly, the magnitude and polarity of coefficients differ between the two pipelines, 

suggesting that some methods synergize better with manual annotation, while others favor 

ML-classification. Following this observation methodological choice should be also selected 

depending on annotation strategy. 

However in general these linear models are trained without interactions between methods. 

Thus they might not reflect the best method combination for trajectory preservation. 

Nonetheless, it makes the results more understandable and explains the impact of one 

method on the specific performance metric. 
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Figure 11. Comparison of linear model coefficients for the metric HIM across two pipelines using 

manual annotation and ML-classification. Each bar represents the estimated effect of using a specific 

method or processing. Steps are coloured differently. 
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3.2.7.​Further analysis of the impact of specific methods in the 

manual-labeled data 

 

Figure 12. PCA visualization (PC1 vs PC2) of different processing steps, with each panel representing 

a separate step in the pipeline. Points are colored according to possible method variants at each step. 

This breakdown allows for a clearer understanding of how different choices influence data distribution 

in principal component space. 

Figure 12. presents one PCA visualized multiple times each time colouring method variants 

at the specific step. Each point in the PCA represents a method combination in the 

evaluation space and colors denote different methodological variants. In early steps (step 0 

and step 1) different methods show distinct clustering, indicating minimal separation between 

methods. As the steps progress, particularly in step 2 and beyond more distinct groupings of 

methods emerge. This suggests that specific choices in later steps impact the trajectory 

structure and integration efficiency. 

Table 4 provides a quantitative breakdown of how different trajectory evaluation metrics 

contribute to the principal components. PC1 is primarily associated with graph-based 

similarity, as indicated by the strong negative loadings of HIM (-0.400), Hamming (-0.634), 

and GED (-0.629), suggesting that this component captures overall graph structure 

differences across methods. Increasing PC1 is thereby associated with reducing the distance 

between the predicted graph and groundtruth tree and vice versa. 

PC3, in contrast, is strongly dominated by the F1 score (0.969), indicating that classification 

performance follows a distinct axis of variation, separate from trajectory preservation. PC2 is 
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almost exclusively influenced by kBET (-0.996), reinforcing its role in measuring batch 

effects, as this metric assesses cell mixing rather than structural fidelity. The small absolute 

values for PC2 across other metrics suggest that batch mixing is an independent factor, not 

strongly correlated with trajectory preservation or clustering accuracy. This decomposition 

highlights the trade-offs between different evaluation criteria and suggests that optimizing for 

one metric may come at the cost of another. 
Table 4. Principal component (PC) loadings of the metric-PCA. The table presents the loadings of five 

evaluation metrics on the first three principal components (PC1–PC3) 

 HIM hamming GED f1_score kBET 

PC1 -0.400 -0.634 -0.629 0.203 -0.023 

PC2 0.014 0.001 -0.003 -0.089 -0.996 

PC3 -0.017 0.162 0.164 0.969 -0.087 

In Step0 (Preprocessing) normdevstages, preprocessinghighlyvariable4000 and 

preprocessinghighlyvariable6000 are applied. The PCA plot shows that different 

preprocessing choices result in minimal separation, indication that these methods do not 

drastically alter the scoring metrics. 

In Step1 (integration1) ztransforming or doing nothing are introduced. Compared to Step1 

there is slight separation between these two methods. However the lack of major shifts 

suggests that transformation alone does not play a decisive role in determining the 

downstream trajectory structure. 

In Step2 (dimensional reduction) PCA, UMAP, diffmap, pcaUMAP, pcadiffmap, doing nothing 

and vasc are applied. Conversely to previous steps these introduce noticeable shifts of the 

data in PCA space. The variation along PC2 which is highly influenced by kBET(-0.996), 

indicates that some methods implicitly contribute to batch separation/mixing. But it seems 

that there is also separation between method clusters on PC1, which generally reflects 

performance (Table 4. linear combination of metrics for the PCs). 

In Step3 (integration2) bknn, harmony and doing nothing is applied. At this step separation 

should be more evident in PC2 since these methods directly affect batch mixing. 

Interestingly, harmony seems to be involved in several method combinations having the 

worst kBET score. Especially in combinations with vasc and diffmap in the previous step. 

Overall it seems that these methods do significantly affect the kBET score. 
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In Step4 (trajectory inference) monocle, mst, mstpen, paga and slingshot are used. At this 

stage, the strongest separation on PC1 is observed, indicating that trajectory inference 

significantly affects the structure of the predicted tree. This suggests that these methods use 

fundamentally different approaches for graph construction. This final step underscores how 

different methodological choices in trajectory inference can lead to vastly different 

interpretations of cellular development. 

Also interesting to investigate is what exactly affects the f1-score. Considering the PC 

loadings (Tab 3) it becomes clear the PC3 reflects mostly the f1_score and PC1 reflects 

overall performance (HIM,GED, Hamming and some part of the f1_score). Thus analyzing 

PC1 vs PC3 shows what affects the f1_score (Fig 13). Preprocessing and ztransform seem 

not to matter for a better f1_score. However, there seems to be a cluster of method 

combinations separated from the rest with superior f1_score which all comprise PCA, 

harmony and slingshot as methods. 

 
Figure 13. PCA visualization (PC1 vs PC3) of different processing steps, with each panel representing 

a separate step in the pipeline. Points are colored according to possible method variants at each step. 

This breakdown allows for a clearer understanding of how different choices influence data distribution 

in principal component space. 

3.2.8.​Bootstrapping for the manual annotation 

The five most optimal method combinations when using the manual annotation (Tab 2) were 

bootstrapped 100 times to assess the variability and generalizability of the results. Table 5 

presents the mean and standard deviation (std) for four key metrics: Hamming distance, 

Graph Edit Distance (GED), F1-score, and kBET. These metrics provide insights into the 
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consistency of the method combination across different resamples and thereby gives clues 

about stability and general applicability.  

Tab 5 presents bootstrapped means and standard deviations - which serve as standard 

errors - for each of the trajectory evaluation metrics across the Top 5 method combinations 

seen in Tab 2. While these combinations performed well on the C. elegans dataset, their 

generalizability and stability vary when subjected to bootstrapping. In general, the standard 

errors are low, indicating relatively consistent performance across resampled subsets. 

preprocessnhighlyvariable4000_donothing_PCA_bknn_paga demonstrated the most 

favorable overall performance with the lowest HIM (0.06167 ± 1.1e-05) and highest f1_score 

(0.057851 ± 0.0). The generalizability and stableness of this method combination is similar to 

preprocessnhighlyvariable4000_ztransform_donothing_harmony_paga and 

preprocessnhighlyvariable4000_donothing_PCA_donothing_paga, although these 

combinations show slightly worse results.  

In contrast the best performing combination 

preprocessnhighlyvariable4000_ztransform_PCA_harmony_paga seems to be overfitted to 

this exact dataset, since the difference between bootstrapped mean and original 

performance suggests limited robustness.  A similar pattern is observed for the fifth-best 

combination, preprocessnhighlyvariable4000_donothing_PCA_harmony_paga, which also 

shows signs of overfitting and reduced generalizability under resampling. 
Table 5. Bootstrapping results for similarity and clustering evaluation metrics. Mean and the standerror 

are reported across bootstrapped samples. 

Combination GED f1_score hamming HIM 

preprocessnhighlyvariable4000_ztransform

_PCA_harmony_paga 

294.56 ± 

2.0016 

0.020067 

± 0.0 

0.020703 ± 

0.000116 

0.099933 ± 

1.2e-05 

preprocessnhighlyvariable4000_ztransform

_donothing_harmony_paga 

234.7 ± 

1.3143 

0.033613 

± 0.0 

0.016503 ± 

5.6e-05 

0.085721 ± 

5e-06 

preprocessnhighlyvariable4000_donothing

_PCA_bknn_paga 

234.72 ± 

1.4913 

0.057851 

± 0.0 

0.016479 ± 

8e-05 

0.06167 ± 

1.1e-05 

preprocessnhighlyvariable4000_donothing

_PCA_donothing_paga 

235.6 ± 

1.9175 

0.041494 

± 0.0 

0.016555 ± 

8.3e-05 

0.067248 ± 

1e-05 

preprocessnhighlyvariable4000_donothing

_PCA_harmony_paga 

283.06 ± 

1.8081 

0.027682 

± 0.0 

0.019992 ± 

0.000123 

0.098833 ± 

1.2e-05 
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3.3.​ Application on the N. vectensis dataset 

The main goal of this thesis was to identify one of the best ways to process scRNAseq data 

to preserve trajectory information. In this section, we apply the best-performing and most 

robust pipeline configurations to a dataset from another species (N. vectensis) in order to 

generate new hypotheses and evaluate the generalizability of these pipelines in the 

cross-species context. 

3.3.1.​The N.vectensis dataset 

This dataset comprises two components: a tissue dataset generated from the cnidarian adult 

Nematostella vectensis and a developmental dataset - which is more similar to the previously 

used C. elegans dataset. The developmental component is particularly interesting in this 

context, as it reflects the kind of dataset the methods were optimized for, but it is also 

interesting what trajectory it might infer in the adult dataset. 

Additionally the cnidarian datasets are much larger than the relatively small C. elegans 

dataset, encompassing 16414 cells and 24548 genes. According to Cole et al. (Cole, Steger, 

et al., 2024) Figure 14 shows a likely variant of the relationship between cell populations. 

This tree was simplified for clarity and definite definition of cell populations also as inner 

nodes and represents the hypothesis.  
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Figure 14. Hypothetical tree of connections in the N. vectensis dataset. 

This tree shows a simplified version of the proposed relationships between cell populations in the 

developmental and adult stages of N. vectensis, as hypothesized by Cole et al. (2024). 

3.3.2.​Selection of most promising method 

In order to determine the most suitable pipeline configurations for the application on the 

N.vectensis dataset, robustness and generalizability had to be asserted. This is done in 

3.2.7.​ Bootstrapping. Additionally we investigated the performance of method combinations 

between the different annotation strategies. By adding the rank of the method combination 

(ordered by HIM) in the ML annotation and manual annotation we came up with promising 

method combinations also seemingly robust to perturbations in the data (in this case 

labelling).  

Importantly, when comparing the results of bootstrapping robustness analysis with the top 

HIM-ranked methods, it became clear that the most stable and reproducible pipelines were 

also among the top-ranked method combinations. This supports the conclusion that high 

performance across both annotation strategies corresponds to robustness under data 

perturbation. 

It was decided to implement all method combinations from Table 6 on 100 times 

bootstrapped data of the developmental and adult tissue datasets of N. vectensis. This also 
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provides a frequency of branches in the trajectory network which can be seen as some sort 

of reliability of the branches. 

Since there are no developmental stages in the cnidarian adult tissue dataset all method 

combinations using normdevstages were in this case not applicable in a similar way. 

 
Table 6. Comprising the top 10 ranked method combinations from ML annotated and manually 

annotated pipelines (according to HIM) 

 HIM hamming GED f1_score kBET rank 

normdevstages_ztransform_donothi

ng_bknn_paga 

0.0714 0.0165 234 0.0756 0.9816 10 

normdevstages_ztransform_donothi

ng_donothing_paga 

0.0714 0.0165 234 0.0756 0.9837 12 

preprocessnhighlyvariable4000_do

nothing_PCA_bknn_paga 

0.0706 0.0162 230 0.0756 0.9819 20 

preprocessnhighlyvariable4000_do

nothing_PCA_donothing_paga 

0.0706 0.0162 230 0.0756 0.9829 22 

preprocessnhighlyvariable4000_do

nothing_PCA_harmony_paga 

0.0706 0.0164 232 0.0756 0.9493 24 

normdevstages_donothing_donothi

ng_harmony_paga 

0.0749 0.0162 232 0.0756 0.8890 24 

normdevstages_donothing_donothi

ng_donothing_paga 

0.0746 0.0162 230 0.0756 0.9834 28 

normdevstages_donothing_donothi

ng_bknn_paga 

0.0746 0.0162 230 0.0756 0.9813 30 

preprocessnhighlyvariable6000_do

nothing_PCA_donothing_paga 

0.0784 0.0162 232 0.0672 0.9799 32 

normdevstages_ztransform_PCA_d

onothing_paga 

0.0751 0.0161 230 0.0756 0.9748 33 
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3.3.3.​Bootstrapped consensus trees 

To investigate the trajectory predictions in N. vectensis, the top method combinations (Table 

6) were applied to both the developmental and tissue dataset, using 100 bootstrap samples 

per dataset. The resulting edge frequencies were aggregated into consensus graphs that 

depict the robustness of predicted branches between cell types. 

Figure 15 shows the combined consensus graph of the tissue and developmental dataset. 

Serving as a proxy for edge confidence the frequency of the edge is labelled in red. Notably, 

several edges emerged with a relatively high frequency (>0.5) indicating strong support. This 

includes the transitions from pSC to PGC, from NPC to cnido_cnido.mat and from 

unchar.early to N1. These branches align well with the hypothesized developmental structure 

described by (Cole, Steger, et al., 2024). Furthermore there are branches with less support 

deviating from the hypothesis. E.g. There seems to be support for the branch between PGC 

and NPC and immune is also well connected with N1 and N1S_S1_S2. 

 
Figure 15. Consensus graph of directed edge weights comprising all chosen method combinations. 

Each node represents a celltype, edges and their labels are the frequency of edges present in 

bootstrapped trees. Transparency was selected according to weight. 

Figure 16 displays the consensus tree from only the bootstrapped developmental dataset. In 

this graph several branches become more frequent pSC to PGC, PGC to NPC, NPC to 
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cnido_cnido.mat, unchar.early to N1 and unchar.early to gland.D. Furthermore there are also 

less frequent but still mention worthy connections - NPC to immune, PGC to tRM, 

unchar.early to gland.M and immune to N1. Not all of these connections are expected - 

potentially suggesting potential functional closer relationships in transcriptomic space or real 

biological connections. 

 
Figure 16. Consensus graph of directed edge weights comprising all chosen method combinations of 

the developmental dataset. Each node represents a celltype, edges and their labels are the frequency 

of edges present in bootstrapped trees. Transparency was selected according to weight. 

In contrast, Figure 17 illustrates the consensus graph from the adult cnidarian dataset. As 

expected, connections are in general fewer (since only 4 different method combinations have 

been applied), with many edge frequencies reaching 0.7 - 1. Different from the 

developmental dataset the connections between pSC and NPC, unchar.early to PGC, pSC to 

unchar.early and tRM, unchar.early to immune immune to all the lowest nodes except 

gland.M and unchar.early to gland.M and N2. Especially interesting is the fact that the 

connection between pSC to NPC is just detectable in the tissue dataset. 
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Figure 17. Consensus graph of directed edge weights comprising all chosen method combinations of 

the tissue dataset. Each node represents a celltype, edges and their labels are the frequency of edges 

present in bootstrapped trees. Transparency was selected according to weight. 

Summarizing, many edges are coinciding with edges from Figure 14 but also unexpected 

connections are predicted.  
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4.​ Discussion 

4.1.​ Classification of cell types 

The classification of cell types using multinomial logistic regression and various 

preprocessing variations, integration steps and transformation has revealed key insights of 

the influence of these methods on model performance. This discussion aims to interpret the 

results presented in 3.1.​ Cell classification and model performance and highlight the 

best automated combination of methods for downstream analysis. 

4.1.1.​Key findings 

The evaluation metrics, namely F1-score, precision, recall and the percentage of correctly 

predicted cells, show that certain method combinations seem to significantly outperform the 

majority. Notably, the preprocessing step using the 4000 highest variable genes and 

sequential z-transformation yielded the highest classification performance in all mentioned 

metrics. This result suggests that the integration is an important part which can improve cell 

type specific transcriptomic signatures. The same conclusion was also reached in the best 

method combination of the cell classification results (Table 1. Top 3 ML-classifcation method 

combinations). In contrast certain transformations and dimensional reduction techniques, 

such as diffusion maps (‘diffmap’), PCA-diffusion maps (‘pcadiffmap’), and others (Figure 4.) 

negatively impacted the classification performance. This might be due to the information loss 

inherent to all dimensional reduction techniques. However it seems that in this case only 

using PCA is by far the best option after applying nothing, which might be explained by the 

noise diminishing characteristics of PCA. 

 

The linear regression analysis (Figure 3) showed that all the chosen methods applied in Step 

2 (transformation) had the highest impact on classification outcomes, while Step 0 seemed to 

have the least influence. Omitting transformations in Step 2 (“donothing”) produced the best 

results suggesting that keeping the data raw or lightly processed preserved the biological 

signal the best. The fact that this Step 2 had the highest influence on the results also means 

that the chosen transformations worsened the results significantly. 

4.1.2.​Future directions and conclusion 

Despite achieving a high F1-score in the classification, it can be optimized even more. In the 

future one might explore using neural networks for the classification or other alternative 
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classification models. Furthermore the assessing and strengthening the generalizability of 

this model could be  considered. 

Concluding this systematic assessment of the results of various method combinations 

showed the importance of choosing the right processing of the raw data for ML-based cell 

classification. The results suggest that a very light processing of the raw data leads to 

optimal classification performance. The best classification result will be used to compare 

manual and automated approaches in retaining trajectory information in RNA-seq data, 

potentially revealing distinct patterns of misclassification. 

4.2.​ Finding the best method combination for C. elegans 

scRNA-seq data 

The comparison between trajectory inference and the known C. elegans cell lineage 

underscores critical challenges in single-cell trajectory reconstruction. This discussion aims 

to interpret the results presented in 3.2.​ Insights from the analysis of the C. elegans 

dataset, focusing on the difference between HIM and f1-score and which one is preferable. 

Furthermore, the apparent limitations of scRNA-seq in capturing developmental trajectories 

need to be discussed in the context of this thesis. 

4.2.1.​Choosing the evaluation metric 

The results indicate that different method combinations yield varying levels of success in 

reconstructing C. elegans developmental trajectories. A key finding is the trade-off between 

graph similarity metrics such as the Hamming-Ipsen-Mikhailov (HIM) distance and F1-score 

when evaluating trajectory inference. While the HIM distance provides a global comparison 

between inferred and reference graphs (Saelens et al., 2019), the F1-score assesses how 

well specific developmental branches are recovered. Our analysis suggests that optimizing 

for HIM alone may favor overall structural similarity while neglecting biologically relevant 

branching patterns, whereas the F1-score is more sensitive to fine-grained cell fate 

bifurcations. 

Since our goal is to find the method combination which preserves trajectory information best, 

a balance of local and global structural distance should be measured - which is achieved by 

HIM.  

4.2.2.​Challenges in reconstructing developmental trajectory 

Despite choosing an optimal evaluation metric, it is impossible to perfectly reconstruct the C. 

elegans developmental trajectory using today's methods and scRNA-seq alone. On one hand 
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the C. elegans cell lineage is largely deterministic, following a fixed cell division tree (Sulston 

et al., 1983). On the other hand, transcriptomes are having a specific distance in scRNAseq 

space which is not unambiguous. Moreover cells with different developmental origins might 

end up closer than cells with shared predecessors - likely due to shared functionality and 

thereby expression patterns. 

In addition, single-cell RNA sequencing suffers from high noise, further distorting inference. 

Drop out events, being one of the most prominent (Luecken and Theis, 2019). While 

dimensional reduction/ transformations might correct the high noise levels they also might 

introduce artifacts making it harder to detect the developmental trajectory. There are also 

many imputation tools for missing data - which is not tested in this pipeline (MAGIC (Dijk et 

al., 2017), scimpute (Li and Li, 2018), DCA (Eraslan et al., 2019), …). 

4.2.3.​The best method combination 

One of our main findings was that preprocess4000, ztransform, PCA, harmony and PAGA is 

the most optimal method combination to preserve trajectory information in scRNAseq in 

context of this C.elegans dataset. Picking the 4000 n_highly variable genes seems to be a 

sweetspot - a higher number might potentially add genes which are not cell-specific but 

essential for cell survival and a lower number might exclude genes which determine cell fate 

since these may tend to have more subtle changes in gene expression. This modified 

version of the standard z-transformation might work well in our case because it retains 

relative transcriptomic structure and is also supported by previous studies (Luecken and 

Theis, 2019). In contrast to the standard approach in the R-library Seurat, z-score scaling per 

gene was not applied in this thesis. In line with scanpy’s default workflow dimensional 

reduction and downstream analyses were performed on log-normalized expression values 

using only this modified version of the standard scaling. 

PCA is a relatively simple and although linear one of the two main options (UMAP) in 

standard TI pipelines (Luecken and Theis, 2019). Although harmony seemed to reduce kBET 

(measure for quantity of integration), as seen in step 3 PCA, it slightly helps to entangle 

trajectory information (Figure 11). PAGA might have worked best (by far Figure 11) since it 

performs very well for the reconstruction of complex relationships (Luecken and Theis, 2019) 

which the cell division tree of C.elegans is.  

4.2.4.​The potential of VASC 

Although the deep variations autoencoder VASC did not yield the best initial results, it may 

still be beneficial when applied strategically. Specifically, VASC may be more effective as a 

second dimensional reduction step - e.g. following a PCA. PCA effectively reduces noise and 
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seems to preserve the trajectory information from the set of dimensional reduction 

techniques the best. VASC could further refine the signal. 

4.2.5.​Conclusion and future directions 

This systematic evaluation of trajectory inference methods in C. elegans scRNA-seq data 

highlights both the strengths and limitations of current computational approaches. Our 

findings demonstrate that selecting appropriate preprocessing, integration, and dimensional 

reduction techniques is crucial for preserving developmental trajectories. The 

best-performing method combination - preprocess4000, ztransform, PCA, Harmony, and 

PAGA - suggests that proper selection of genes, noise reduction, integration and the correct 

trajectory inference model are necessary. 

However, our results also show the fundamental challenges found in single-cell trajectory 

inference. The inability to perfectly recover the deterministic C. elegans cell lineage stems 

from both biological and technical factors:  

1)​ the transcriptomic space does not always correspond to a strict cell division hierarchy 

2)​ technical noise, like dropout effects and other expression variability. 

While analysis methods continue to improve, no approach to this day can capture the 

complexity of these developmental processes.  

Expanding this systematic analysis of method combinations could improve the result, but 

also pose an insurmountable amount of computational calculation. For integration, 

approaches like ComBat (Zhang, Parmigiani and Johnson, 2020) or scanorama (Hie, Bryson 

and Berger, 2019) may provide better mixing. Alternative dimensionality reduction methods, 

such as NMF (Nonnegative Matrix Factorization) or ICA (Independent Component Analysis), 

could capture different aspects of transcriptomic variation. Batch correction strategies like 

MNN Correct (Haghverdi et al., 2018) or Scanorama (Hie et al., 2019) may further improve 

integration. Additionally, incorporating alternative trajectory inference models, such as 

tempora (Tran and Bader, 2020) or scTEP (Y. Zhang et al., 2023), could refine lineage 

reconstruction. Finally, multi-step transformations like PCA followed by NMF or VASC might 

enhance trajectory recovery by leveraging complementary strengths of different techniques. 

A potential way to enhance trajectory inference is by integrating time-series information. In 

our dataset, cells were collected at distinct developmental time points, yet most trajectory 

inference methods treat scRNA-seq as a static snapshot rather than a continuous process. 

Incorporating explicit temporal constraints could improve lineage reconstruction by ensuring 

that inferred trajectories align with biological progression rather than being solely driven by 

transcriptional similarity. Some computational methods attempt to infer pseudotime ordering 
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from static datasets, but leveraging known time-series information may reduce ambiguity in 

trajectory inference and more accurately capture differentiation pathways. 

Another avenue for improvement is the incorporation of spatial transcriptomics data. C. 

elegans is very consistently spatially organized, with cell fate being influenced by positional 

cues. Current scRNA-seq approaches lack spatial context, which limits the ability to 

distinguish between cells that are transcriptionally similar but developmentally distinct. By 

integrating spatially resolved transcriptomic data, future approaches could better reconstruct 

developmental trajectories and provide additional biological context that is missing in purely 

scRNA-seq-based methods. 

While this study focused on standard trajectory inference methods, approaches such as RNA 

velocity (La Manno et al., 2018) may offer additional insights by predicting the future state of 

cells based on unspliced and spliced mRNA ratios. Although RNA velocity is challenging to 

apply in low-coverage datasets, its potential to infer directional dynamics could complement 

our findings and improve lineage reconstruction in future studies. 

In conclusion, our results highlight the importance of selecting the right computational tools 

for trajectory inference. While preprocessing and integration steps can significantly impact 

reconstruction quality, additional biological context from time-series data and spatial 

information may be key to further improving accuracy. Future work should explore how these 

complementary data types can be systematically integrated to refine single-cell 

developmental trajectory analysis. 

4.2.6.​Bootstrapping 

The C. elegans data was bootstrapped 100 times and the five best-performing method 

combinations were applied. This was done to assess the stability and generalizability of the 

trajectory inference performance. The results Table 5. Bootstrapping results for similarity and 

clustering evaluation metrics gives insight of both robustness of the performance and also 

potential dataset-specific overfitting. 

In general all the method combinations showed very low standard errors across all metrics, 

indicating high consistency under resampling. However, comparing the results of the original 

dataset and a mean metric obtained by the bootstrapping did not always show a similar 

result. A strong deviation from the original result indicates that this method combination is 

overfitted to this specific dataset - not resulting in similar performance under data 

perturbations. 

preprocessnhighlyvariable4000_donothing_PCA_bknn_paga emerged as the most robust 

and generalizable configuration, achieving the lowest HIM (0.06167 ± 1.1e-05) and highest 

F1-score (0.057851 ± 0.0), alongside minimal variation in GED and Hamming distance. 
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Similarly well did preprocessnhighlyvariable4000_ztransform_donothing_harmony_paga and 

preprocessnhighlyvariable4000_donothing_PCA_donothing_paga. 

Concluding, the bootstrapping results give valuable insight into the stability and 

generalizability of different method combinations. While some method combinations might 

perform very well in this specific scenario and are sensitive to data perturbations others 

seem to be relatively robust. For the application on another dataset one should consider to 

use more robust method combinations to obtain better results.  

4.3.​ Performance of manual annotation vs ML-based 

classification 

This section aims to evaluate the impact of using an automated classification approach vs 

using the manually annotated cell labels. Both analyses used the same framework 

configuration (3.2.2.​ Configuration), but notable differences are seen in performance of 

different method combinations and also in method specific impact on the evaluation metrics. 

4.3.1.​Top method combinations 

Figure 10. Error bar plots provide a comparative overview of the five evaluation metrics of the 

X top ranked methods. Interestingly, the ML-classification pipelines achieved lower HIM 

scores, suggesting better topological similarity between the predicted graphs and the 

groundtruth. This is potentially explained by the larger number of annotated cells in the 

classification approach vs the manual annotation (1411 vs. 902 in manual). 

For the GED and Hamming distance the two approaches approximately performed similarly 

well. However the F1-branch score was indicating a better performance when using the 

manual annotation. This might be due to a more accurate annotation of cells - benefiting 

local accuracy. 

In general though the two approaches - when considering the bands of the standard 

deviation across top methods showed a similar performance - suggesting that the 

ML-classification is a viable alternative to the manual annotation. This is especially very 

helpful in situations where the expertise or the time to handle the cell labelling is not 

available. However it is still necessary to have very similar data - since the effect on 

classification accuracy of using different platforms or organisms has not been investigated. 

4.3.2.​Impact of specific methods 

Although the general performance was similar, the top method combinations differed in 

methods used (Table 2. vs Table 3.).  
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When using the manual annotation preprocessing with the selection of the 4000 

highlyvariable genes is predominant in the top 10. On the other side when using the 

automatic annotation approach preprocessnhighlyvariable6000 or normdevstages are seen 

in the top ten method combinations. Potentially larger gene sets or selecting by 

developmental stage compensate for less accurate annotations. Likewise ztransforming is 

much more common in the ML-classified top combinations, suggesting that this method 

makes the pipeline more robust to wrong annotations or possibly because more cells need to 

be standardized. 

In terms of dimensionality reduction or transformation, the ML-classification approach 

favored also UMAP or pcaUMAP (PCA, UMAP, pcaUMAP and donothing vs. PCA and 

donothing). Looking into the trajectory inference PAGA seems to be in general the prefered 

method. 

 

Looking at Figure 11. differences in method impact on the HIM score becomes clear between 

the manual annotation and the ML-classification. First and foremost it is notable in Figure 17.  

that ztransforming seems to matter much more in the automated classification approach.  

Further in the dimensional reduction step the impact of diverse methods change dramatically 

- when using the ML-approach PCA and vasc works less well and using diffusion maps 

works better. In the trajectory inference step it can be seen that there is a larger difference 

between methods in the ML-classification approach. All methods seem to have a worse 

impact on the HIM metric except PAGA which works a lot better.  

 

These coefficients suggest that method choice interacts with the choice of annotation 

strategy, which is a critical insight for pipeline design. Not all methods are equally robust to 

different  annotation strategies with some performing better or worse. 

4.3.3.​Conclusion 

Summarizing, ML-classification can be a suitable and time-efficient alternative for manual 

annotation in trajectory inference pipelines. While there are differences in characteristics of 

the predicted graphs, performance seems to be approximately equal. 
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4.4.​ Application to N. vectensis 

This thesis aimed to identify optimal combinations of preprocessing and trajectory inference 

methods. After the systematic evaluation of methods using several performance metrics and 

bootstrapping afterwards, we identified ten method combinations (Table 6) which we applied 

to 100 bootstrapping samples from the developmental dataset and the adult tissue dataset 

from N. vectensis.  

Consensus graphs were generated from these two datasets in order to be able to assess 

edge frequency as a proxy for branch confidence. In each of the datasets several edges with 

high weight/frequency were found indicating reliable lineage relationships. Notably, many of 

these aligned well with the hypothesized lineage tree (Figure 14). 

Beyond validating expected branches, the inferred trajectories suggest new biological 

hypotheses that could be tested experimentally in future work. 

One of these hypotheses is that there might be some transcriptional network from pSC 

remaining in unchar.early and tRM. This is based on the very strong connection in the adult 

cnidarian consensus tree between those three nodes - where the PGC and NPC are skipped 

most of the time. These residuals might be due to incomplete differentiation, functional 

plasticity or that the “in between step” is skipped in the adult organism. In general this 

indicates that tRM and unchar.early derive directly from pSC. 

A second hypothesis is based on the strong connection between the immune cell population 

to N1, N1S_S1_S2 and gland.D which is almost as strong as the connection to their 

expected parent unchar.early.  This might also indicate a degree of shared transcriptional 

programming or functional overlap. Alternatively it could also be due to several immune cells 

being part of the other populations. Interestingly though, gland.M is omitted by the immune 

cell population. This leads to the conclusion that the immune cluster is at least partially not a 

separate cell type but more a cell state which might derive from other cell types.  

Another hypothesis is that there is a relatively strong connection between PGC and NPC in 

the developmental dataset. This might indicate that cell fate might not be decided yet at this 

stage and cells still can switch between those populations with a certain probability. 

These hypotheses demonstrate how computational inference of the trajectory of the cell 

states can generate mechanistic insight into developmental processes. Future wet-lab 

experiments and analyses can be specifically designed to answer these questions. 
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6.​ Appendix 

6.1.​ Abbreviations 

scRNA-seq single cell RNA sequencing 

QC Quality Control 

PCA Principal Component Analysis 

t-SNE  t-distributed Stochastic Neighbor 

Embedding 

UMAP Uniform Manifold Approximation and 

Projection 

VAE Variational AutoEncoder 

PAGA PArtition-based Graph Abstraction 

MST Minimum Spanning Tree 

GED Graph Edit Distance 

HIM distance Hamming-Ipsen Mikhailov distance 

KNN graph K-Nearest Neighbors graph 

BBKNN Batch Balanced KNN 

DPT Diffusion PseudoTime 

SVM Support Vector Machine 

KNN model K-Nearest Neighbors model 

C. elegans Caenorhabditis elegans 

N. vectensis Nematostella vectensis 

VASC deep Variational Autoencoder for Single 
Cell-rna-seq data 
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6.2.​ Software versions 

6.2.1.​Python 3.10 

networkx​ 2.8.8 

netrd​ ​ 0.3.0 

numpy​​ 1.23.5 

tqdm​ ​ 4.65.0 

pandas​ 1.5.3 

statsmodels​ 0.14.0rc0 

plotly​ ​ 5.15.0 

scanpy​​ 1.9.3 

sklearn​​ 0.0.post5 

scipy​ ​ 1.10.1 

zss​ ​ 1.2.0 

netrd​ ​ 0.3.0 

 

6.2.2.​R 4.4.0 

Seurat​​ 5.1.0 

SeuratObject​ 5.0.2 

Matrix ​​ 1.7-0 

data.table​ 1.15.4 

zellkonverter​ 1.14.1 

anndata​ 0.7.5.6 

jsonlite​​ 1.8.8 

monocle3​ 1.3.7 

kBET​ ​ 0.99.6 

slingshot​ 1.8.0 

igraph​ ​ 2.0.3 
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7.​ Figures 

List Of Images 
■​ Figure 1. Configuration of the machine learning (ML) classification pipeline. Nodes 

represent preprocessing steps, dimensionality reduction techniques, integration 
methods and classification methods, with directed edges indicating data flow. 
preprocessing - standard data preparation + selecting genes, integration1 - scaling 
or not, transformation - dimensional reduction, integration2 - integration, 
classification - class prediction 

■​ Figure 2. F1-score and percent score of the classification for best method 
combination containing one method (brackets). For other metrics and all method 
combinations see supplements 

■​ Figure 3. Linear model coefficients for each step and method, with the F1-score as 
the response variable. The bar heights represent the magnitude and direction of 
each coefficient, indicating the relative influence of preprocessing and feature 
transformation steps on the F1-score. Positive coefficients contribute positively to 
the model's performance, while negative coefficients indicate a detrimental effect. 

■​ Figure 4. Graph representation of the C. elegans pipeline configuration. Nodes 
represent different processing steps, while directed edges indicate the flow of data 
through the pipeline. preprocessing - standard data preparation + selecting genes, 
integration1 - scaling or not, transformation - dimensional reduction, integration2 - 
integration, groundtruth - creating the pruned reference, trajectory - trajectory 
inference, compare - comparing the predicted graph to the groundtruth 

■​ Figure 5. Ground truth cell division tree. Nodes represent individual cells, and 
directed edges indicate lineage relationships. Different colors denote distinct cell 
lineages, illustrating the hierarchical structure of cell division. 

■​ Figure 6. Hamming-IpsenMikhailov metric, F1-score and hamming distance of the 
trajectory prediction for best method combination containing one method 
(brackets). For other metrics and all method combinations see supplements 

■​ Figure 7. Histograms depicting the distribution of all used evaluation metrics across 
all method combinations. Each subplot represents a different metric, showing the 
frequency of observed values. The distributions provide insights into the variability 
and trends of different performance measures. 

■​ Figure 8. Path analysis in the inferred trees from P_0 to Epl. (A): Tree inferred 
using the best HIM metric combination 
(preprocesshighlyvariable4000_ztransform_PCA_harmony_paga). (B): Tree 
inferred using the best F1-score combination 
(normdevstages_ztransform_PCA_harmony_slingshot).​
 Highlighted paths (red) illustrate the lineage trajectories identified by each method, 
allowing a comparison of structural differences between the two optimal 
approaches 

■​ Figure 9. 2D UMAP projection with the inferred tree corresponding to the best HIM 
metric. Each point represents a centroid, colored according to its cluster 
assignment. The overlaid tree structure illustrates lineage relationships, providing a 
visualization of the developmental trajectory inferred using the optimal method 
(preprocessnhighlyvariable4000, ztransform, PCA, harmony, paga). 
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■​ Figure 10. Error bar plots showing the progression of performance metrics across 
the top-ranked methods (based on lowest HIM score), separately for manual 
annotation (blue) and ML-classification (orange) pipelines. Each panel corresponds 
to a distinct evaluation metric (HIM, hamming, GED, f1 score, kBET), with solid 
lines indicating the average score among the top X methods and shaded bands 
representing one standard deviation. 

■​ Figure 11. Comparison of linear model coefficients for the metric HIM across two 
pipelines using manual annotation and ML-classification. Each bar represents the 
estimated effect of using a specific method or processing. Steps are coloured 
differently. 

■​ Figure 12. PCA visualization (PC1 vs PC2) of different processing steps, with each 
panel representing a separate step in the pipeline. Points are colored according to 
possible method variants at each step. This breakdown allows for a clearer 
understanding of how different choices influence data distribution in principal 
component space. 

■​ Figure 13. PCA visualization (PC1 vs PC3) of different processing steps, with each 
panel representing a separate step in the pipeline. Points are colored according to 
possible method variants at each step. This breakdown allows for a clearer 
understanding of how different choices influence data distribution in principal 
component space. 

■​ Figure 14. Hypothetical tree of connections in the N. vectensis dataset. 
■​ Figure 15. Consensus graph of directed edge weights comprising all chosen 

method combinations. Each node represents a celltype, edges and their labels are 
the frequency of edges present in bootstrapped trees. Transparency was selected 
according to weight. 

■​ Figure 16. Consensus graph of directed edge weights comprising all chosen 
method combinations of the developmental dataset. Each node represents a 
celltype, edges and their labels are the frequency of edges present in bootstrapped 
trees. Transparency was selected according to weight. 

■​ Figure 17. Consensus graph of directed edge weights comprising all chosen 
method combinations of the tissue dataset. Each node represents a celltype, edges 
and their labels are the frequency of edges present in bootstrapped trees. 
Transparency was selected according to weight. 
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List Of Tables 
■​ Table 1. Top 3 ML-classifcation method combinations. The top-ranked method 

combination preprocessnhighlyvariable4000_ztransform_donothing_donothing 
achieves the highest f1_score (0.9203). 

■​ Table 2. Scores of the Top 10 best method combinations ranked by HIM of the C. 
elegans pipeline. The top-ranked method, 
preprocessnhighlyvariable4000_ztransform_PCA_harmony_paga, achieves the 
lowest HIM score (0.0641), indicating optimal performance. 

■​ Table 3. Scores of the Top 10 best method combinations ranked by HIM of the C. 
elegans pipeline. The top-ranked method, 
preprocessnhighlyvariable6000_ztransform_PCA_harmony_paga, achieves the 
lowest HIM score (0.0627), indicating optimal performance. 

■​ Table 4. Principal component (PC) loadings of the metric-PCA. The table presents 
the loadings of five evaluation metrics on the first three principal components 
(PC1–PC3) 

■​ Table 5. Bootstrapping results for similarity and clustering evaluation metrics. Mean 
and the standerror are reported across bootstrapped samples. 

■​ Table 6. Comprising the top 10 ranked method combinations from ML annotated 
and manually annotated pipelines (according to HIM) 
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