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Abstract

Blockchain-based auction markets face two major challenges because of Non-Fungible Tokens
(NFTs) fast growth: the winner's curse and the problem of accurate bidding in pseudonymous
environments. This thesis introduced and analyzed the Two-Phase Auction with Adjustment
(TAA) model, a novel mechanism designed to address these key inefficiencies. The TAA system
starts with a standard sealed-bid first stage followed by a second stage where bidders can make
penalized adjustments after initial bids become visible. The "Strategic Stage 2 Raise by Leader"
(SS2RL) mechanism allows the Stage 1 leader to take defensive actions against last-minute snipes.
The research provides a complete equilibrium study of the TAA system under both first-price and
second-price auction rules. The first-price TAA with SS2RL requires computational methods
because solving it analytically proves impossible. An iterative best-response simulation was
developed to calculate type-dependent equilibrium first-stage bidding strategies p(v) for different

penalty rates (A).

The derived equilibrium strategies were used to perform a comparative performance analysis
against the standard First and Second-Price Auctions. The simulation results show a significant
result: the TAA acts as a bidder-friendly mechanism, which results in higher winner utility and
lower final winning bids than the FPA. This shows that the TAA is effective in protecting bidders
from overpayment, which is a key aspect of mitigating the winner’s curse. However, this increased
bidder surplus comes at the cost of lower revenue for the seller. The study concludes that the TAA,
while not a tool for revenue maximization over FPA, offers a robust framework for creating fairer
and more efficient digital asset markets by promoting more considered bidding and allowing for

informed, post-revelation corrections.



Zusammenfassung

Blockchain-basierte Auktionsmérkte sehen sich durch das schnelle Wachstum von Non-Fungible
Tokens (NFTs) mit zwei groBen Herausforderungen konfrontiert: dem Fluch des Gewinners und
dem Problem der akkuraten Gebotsabgabe in pseudonymen Umgebungen. Diese Masterarbeit stellt
ein  neues Auktionssystem vor und bewertet es, die zweiphasige Auktion mit
Anpassungsmoglichkeit (TAA), welches diese Marktineffizienzen adressiert. Das TAA-System
beginnt mit einer ersten Phase verdeckter Gebote, gefolgt von einer zweiten Phase, in der Bieter
nach Offenlegung der Erstgebote strafbelegte Anpassungen vornehmen kénnen. Ein als ,,Strategic
Stage 2 Raise by Leader” (SS2RL) bezeichneter Mechanismus erlaubt es dem Fiithrenden aus Phase
1, defensive Maflnahmen gegen Gebotserh6hungen in letzter Minute zu ergreifen. Die Forschung
bietet eine vollstindige Gleichgewichtsanalyse des TAA-Systems unter Erstpreis- und Zweitpreis-
Auktionsregeln. Da eine analytische Losung fiir die Erstpreis-TAA mit SS2RL unmdglich ist,
wurden computergestiitzte Methoden angewendet. Es wurde eine iterative Simulation der besten
Antworten entwickelt, um typenabhéingige Gleichgewichtsstrategien fiir die erste Gebotsphase
(B(v)) fiur verschiedene  Strafparameter (4) zu berechnen. Die abgeleiteten
Gleichgewichtsstrategien wurden genutzt, um eine vergleichende Leistungsanalyse gegeniiber

standardméafBigen Erst- und Zweitpreisauktionen durchzufiihren.

Die Simulationsergebnisse zeigen ein signifikantes Resultat: Die TAA agiert als ein
bieterfreundlicher Mechanismus, der im Vergleich zur FPA zu einem hoéheren Nutzen fiir den
Gewinner und niedrigeren finalen Zuschlagsgeboten flihrt. Dies zeigt die Effektivitidt der TAA,
Bieter vor Uberzahlungen zu schiitzen, was ein zentraler Aspekt zur Milderung des Fluchs des
Gewinners ist. Dieser erhdhte Bieteriiberschuss geht jedoch zu Lasten geringerer Einnahmen fiir
den Verkdufer. Die Studie schlieBt daraus, dass die TAA, obwohl kein Werkzeug zur
Umsatzmaximierung gegeniiber der FPA, einen robusten Rahmen fiir die Schaffung fairerer und
effizienterer Markte fiir digitale Vermogenswerte bietet, indem sie ein {iberlegteres Bietverhalten

fordert und informierte Korrekturen nach der Aufdeckung der Erstgebote ermdglicht.



1. Introduction

Non-Fungible Tokens (NFTs) have rapidly emerged as significant blockchain-based digital assets,
providing unique ownership rights and provenance verification for digital items such as artwork,
music, and collectibles. Their rise in popularity has stimulated the development of new auction
platforms and mechanisms designed to address challenges inherent to decentralized digital
environments. However, despite these innovations, NFT auction platforms continue to confront
critical issues, including bid manipulation and winner’s curse problems, all of which threaten the

integrity and efficiency of the auction process.

This thesis introduces a novel auction model — the Two-Phase Auction with Adjustment (TAA),
aimed at mitigating these challenges and enhancing the fairness and operational efficiency of NFT

auctions.

Traditional auction mechanisms, such as the first-price sealed-bid auction, second-price (Vickrey)
sealed-bid auction, and English auction, have long been utilized across various markets, including
the art sector. These models are structured to encourage bidders to submit truthful bids, with the
second-price auction particularly incentivizing honest valuation disclosures. However, the NFT
context introduces specific challenges due to the anonymous nature of participants and the relative

ease with which auction outcomes can be manipulated.

Major NFT marketplaces such as OpenSea, Nifty Gateway, and Rarible predominantly rely on
auction-based sales. Yet, the decentralized and anonymous characteristics of these platforms reveal
traditional auction vulnerabilities. The winner’s curse problem, and the general difficulty of
ensuring truthful bidding practices pose significant threats to auction integrity. The ability for
bidders and sellers to remain anonymous further complicates enforcement and oversight

mechanisms, thereby increasing the susceptibility of NFT auctions to manipulation.
This work identifies the following central challenges within the NFT auction landscape:

1. Truthful Bidding: Ensuring that participants submit bids reflective of their true valuations is

critical for achieving auction efficiency.



2.

Winner’s curse problem: the bidder with the highest estimate tends to overestimate and overpay

(especially in common value auctions) due to the asymmetric information.

To address the aforementioned issues, this thesis proposes the Two-Phase Auction with Adjustment

(TAA) model, which consists of the following phases:

1.

Commit Phase: Participants submit sealed bids without knowledge of competing offers. This
phase is designed to prevent early manipulation and collusion, ensuring independent bidding
behavior.

Adjustment Phase: Upon revelation of the bids, participants are permitted to adjust their bids.
However, any adjustment incurs a penalty, the magnitude of which is proportional to the size
of the bid modification. The penalty function can be designed with varying characteristics (e.g.,

linear, quadratic) to optimize bidder behavior and auction dynamics.

This study aims to investigate the following research questions:

1.

Truthful Bidding: Will the TAA model encourage truthful bidding even in the presence of

untrustworthy sellers?

Mitigation of Winner’s curse problem: Can the TAA protect the winning bidder from

accidentally overbidding?

Impact of the Penalty Function: What effects do different penalty structures have on auction

outcomes and bidder behavior?

This research aspires to provide both theoretical contributions to the field of auction design and

practical implications for the operation of NFT and broader blockchain marketplaces. By

systematically addressing the core challenges of truthful bidding, and winner’s curse the Two-

Phase Auction with Adjustment model offers a promising approach for improving the fairness,

efficiency, and transparency of NFT auctions. It could potentially create the way for the

development of more secure and sustainable digital asset markets.



Portions of the code used to compute the Nash equilibrium states, as well as some extensions
regarding the method for finding these equilibria, were developed with the assistance of artificial
intelligence tools (in particular, Large Mistral and Google Al Studio).

2. Two-Phase Auction with Adjustment

The Two-Phase Auction with Adjustment (TAA) is based on the classic mechanism of closed bids
with a commit-reveal phase but is supplemented by an additional phase that allows participants to
adjust their bid. Each adjustment is accompanied by a penalty, which reduces abuse and encourages
participants to make the most accurate assessments from the start.

Auction Structure:
1. Phase 1: Commit Reveal

All auction participants submit their bids as cryptographic commits (e.g., a hash of the bid value
and nonce). After the commit period ends, the reveal phase begins, during which each participant

discloses their original bid.
2. Phase 2: Adjustment Phase

After the initial bids are revealed, the auction smart contract publishes the original bids made in
the beginning. Based on this information, participants are given the opportunity to adjust their bids
once, if they believe their initial value was either too high or too low (similar to the algorithm in
(Hirata, 2014), but the final bid now is only the second-phase bid, not the sum). Adjustments are
made again through the commit-reveal mechanism (to maintain confidentiality until final
disclosure). At the same time, a fixed penalty (or a fixed portion of locked funds) is introduced
now for making an adjustment, making it worthwhile only when the adjustment significantly alters
the bid.

3. Determining the Final Bid and Result:



The final bid for each participant is determined as the maximum of their original and adjusted bids.

The winner is the participant with the highest final bid.

Innovative and Practical Aspects of the Model are:

1.

3.

Reduction of Information Asymmetry: The additional adjustment phase allows participants to
adapt their bids based on aggregated data about bid distribution, contributing to a more fair

representation of real market expectations.

Balance of Incentives: The fixed penalty for making an adjustment encourages participants to
evaluate their bids as accurately as possible from the beginning, while still allowing the
opportunity to correct errors if compelling market signals arise.

Ease of Implementation: The model does not require complex aggregation of multiple sub-
mechanisms (as in ensemble models) and uses just two consecutive phases, simplifying

implementation on smart contracts and facilitating simulation modeling.

Novelty: While commit-reveal mechanisms and bid adjustments are seen separately, their
combination into a single adjustment round with a mandatory penalty and determination of the
final bid as the maximum of two proposed bids represents a fundamentally new approach not

previously described in published research.

Comparison with existing models

(Milionis, Hirsch, Arditi, & Garimidi, 2022) proposes a single-item auction mechanism on a

blockchain, focusing on the untrustworthy seller problem, risk of untruthful bidding, and on-chain

verifiability. They define: n bidders, each with private value v; € [0,v], i.i.d. from F. Bidders

commit to their bids via a cryptographic hash in Phase 1, then reveal those bids in Phase 2

(analogous to the commit-reveal phase in TAA). They cast the auction as a triple (x, p, ), where

x is the allocation rule (who wins), p is the payment each bidder makes, and r is any “removed”

portion (for example, partial burning of funds).



They particularly emphasize that a second-price-based mechanism is prone to the seller artificially
injecting near-top fake bids, forcing the highest real bidder to pay almost their own value (thus
effectively turning it into first-price). Hence they define:

1) Ifeither the seller or the bidders remain “honest,” the other side is best off being honest too.
2) For large n, the mechanism yields nearly the revenue of an ideal second-price sealed-bid.

For a single-item second-price sealed-bid, each bidder i in principle pays p;(by, ..., b,) = bz (the

second-highest submitted bid), with x; = 1 only if b; is the highest. But they add:

 (b) = 0, if bidder i reveals their bid properly,
2  forfeited amount, if commit is not revealed or is invalid.

This “forfeited amount” is essential for punishing uncooperative or missing commits. However,
they do not provide a second-phase “adjustment” in the sense the TAA does. All the adjustments
revolve around correct reveal. They rely on the idea that the seller might attempt to push the second-
price artificially close to the top real bid. However, the seller’s ability to add “ghost” commits is
limited by the fact that the mechanism can impose partial removal r;(b) or require locked deposits.
Also this model does not have an explicit formula for how a penalty would be exacted from the
seller if they tried to revise a ghost bid upward; rather, the protocol is designed so that the seller’s
fake bids either must be revealed or forfeited. The TAA directly sets a second-phase penalty for
any large upward shift. By contrast, (Milionis, Hirsch, Arditi, & Garimidi, 2022) rely on the threat
that the seller might get caught or lose deposit if a “ghost” commit is never revealed. In TAA, even
if a malicious seller tried to insert a big “fake” final bid after seeing the real top, they’d pay a
particular penalty. This mechanical cost is more direct than the “compliance deposit” in (Milionis,

Hirsch, Arditi, & Garimidi, 2022), which is more about ensuring all commits get revealed at all.

(Khezr & Mohan, 2021) studies a scenario where multiple copies (editions) of an artwork are sold
in one auction. They define: K identical units but each has an edition index 1, ..., K that affects

perceived (common) value.



The models they examine:

1) Silent Limited-Edition Auction: akin to a discriminatory-price sealed-bid. Each bidder pays
their own bid if they win, and the highest K bids get editions 1, ..., K.

2) Ranked Limited-Edition Auction: akin to an English or GSP style, with real-time ascending

bids. The top K remain, each paying their own final bid, but allocated editions by rank.

Formally, in the “silent” version, if a bidder with private value v; ends up the k-th highest final bid,

they pay that amount and get utility:
u; = v; + e, — (his own bid)

where ey is the common value for edition k. In “ranked,” it’s basically the open-outcry equivalent,

but final price is still the bidder’s own last standing bid.

A crucial difference is that they do not let bidders adjust after seeing everyone else’s bids. All
strategies are decided either in a single sealed-bid shot (silent) or through iterative open bidding
(ranked). This leads to partial shading or near-first-price logic in the silent version and no inherent
mechanism for post-hoc corrections. In multi-unit auctions, the seller might try to “fake” a near-
top bid to push the second- or K-th price up. But Khezr & Mohan’s main novelty is about how the
edition numbering influences bidder strategies. They do not implement a direct penalty function to

discourage malicious revision.

By design, TAA’s two-phase approach means there is a commit-reveal (like silent auctions) plus
a well-defined second stage to correct the bid. That second stage is central to mitigating
underbidding or strategic shading. Khezr & Mohan’s “editioning” might be combined with TAA,
but as they present, there is no penalty function. So a big difference is TAA directly charges a

penalty ¢(6) for large upward moves, while they rely only on single-phase strategic equilibria.

Thus, TAA can be seen as a more dynamic alternative or extension to the protocols in the two
articles. While each has its merits, TAA stands out by integrating a carefully structured two-phase
framework that directly penalizes misbehavior, discourages manipulative leaps, and encourages

near-truthful initial bidding while preserving the beneficial aspects of a sealed-bid commit-reveal.
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4. Equilibrium bids in TAA model

In this work, we’ll examine a model with a single item and only two bidders.

For simplicity, we assume each bidder’s private (inner) valuation assessment is drawn
independently from a uniform [0,1] distribution, and that after the initial sealed-bid phase (commit—

reveal), each bidder can once adjust (revise) their bid at a penalty cost that will be proportional to
the changed value: P(A bgi)) =4 bgi). We ignore any “editioning” (multiple versions of the good)

so that exactly one unit is awarded.

We consider two classic payment rules for the single-item auction: First-Price (the highest final
bidder wins and pays their own final bid) and Second-Price (the highest final bidder wins but pays
the second-highest final bid).

4.1. TAA Under First-Price Rule

Here we proivde a detailed equilibrium analysis of a novel auction mechanism: the First-Price
Two-Phase Auction with Adjustment (TAA). Standard auction formats, while widely studied, can
exhibit vulnerabilities to certain bidding behaviors and may not always achieve optimal efficiency
or revenue, particularly in environments with evolving information. The TAA model introduces a
multi-stage structure designed to address some of these complexities by allowing bidders a
subsequent opportunity to modify their initial commitments, albeit at a cost.

The specific variant explored here is a two-bidder, first-price TAA. A crucial aspect of this model
is the assumption of incomplete information during the first bidding stage: bidders know their own
private valuation assessment for the item but only the statistical distribution from which their
opponent's valuation is drawn. Following the revelation of first-stage bids, we assume that if
bidders employ symmetric, strictly monotonic bidding strategies, they can infer their opponent's
valuation. The second stage not only permits the initial trailer to "snipe™ by outbidding the leader
but also, critically, allows the initial leader to make a Strategic Stage 2 Raise (SS2RL) to

preemptively deter such a snipe. Both types of adjustments incur a penalty.
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The primary objective is to analyze the strategic interactions within this framework. We will
employ backward induction, first determining optimal bidder behavior in the second stage, and
then analyzing the Bayesian-Nash equilibrium of the first-stage bidding game. This involves
assessing the existence and characteristics of Pure Strategy Bayesian-Nash Equilibria (PSBNE)
and, if necessary, discussing the nature of Mixed Strategy Bayesian-Nash Equilibria (MSBNE).
The analysis aims to show how the two-phase structure, adjustment penalties, and strategic second-
stage capabilities influence bidding strategies, allocative efficiency, and potential seller revenue.

4.1.1 Model Setup

We consider an auction for a single, indivisible item involving two risk-neutral bidders, indexed
i€{1,2}.

Each bidder i possesses a private valuation assessment v; for the item. These assessments are drawn
independently and identically from a common, continuous distribution F(v) with probability
density function f(v) over the support [v,v]. Each bidder knows their own v; but only the

distribution F(-) of their opponent's valuation assessment v; (for j # i).
Bidding Stages and Information Structure:

Stage 1 (Commit Phase): Knowing their own v; and the distribution F(vj), each bidder i

simultaneously submits an initial sealed bid bi(l) > 0. We seek a symmetric Bayesian-Nash
€))

equilibrium bidding strategy, denoted B(v;) =b;™’, which maps a bidder's valuation to their

optimal first-stage bid.

After Stage 1, the bids bgl) and bgl) are publicly revealed. If bidders are assumed to follow a strictly

increasing (and thus invertible) equilibrium strategy $(v), then upon observing bj(l), bidder i can

infer v; = B‘l(bj(l)). Consequently, decisions in Stage 2 are made with information regarding the

opponent's specific valuation, conditional on the realized first-stage bids.

12



Stage 2 (Adjustment Phase): Knowing bgl), bgl), their own v;, and having inferred v;, bidder i can

choose to submit a second-stage bid bi(z) >0.1fno bi(z) Is submitted, it is operationally equivalent

to setting b® = b,

The final bid for bidder i is B; = max{b{™, b®}. An upward adjustment occurs if b%® > b, The

1

magnitude of such an adjustment is Ab® = b® — b®_ This incurs a linear penalty P(Abi(z)) =
AAb® | where A > 0 is the fixed penalty rate. If b%® < b, then Ab® < 0 and the penalty

P(Abi(z)) = 0. (Rational bidders will not adjust downwards to a losing bid, nor adjust downwards

if already winning under a first-price rule, as it cannot improve their outcome). The bidder
submitting the highest final bid By wins the item and pays their own final bid By.. The losing bidder

pays nothing for the item.

If bidder i wins with final bid B; after an adjustment Ab™®, his utility: U; = v; — B; — P(Abi(z)). (If

no adjustment was made, P(Abi(z)) =0).

If bidder i loses: U; = —P(Abi(z)) (i.e., the bidder pays any penalty incurred from an unsuccessful

upward adjustment).

An important behavioral assumption is that if the Stage 1 leader (the bidder with the higher first-
stage bid) anticipates that the Stage 1 trailer will profitably "snipe" (adjust upwards to win) in Stage
2, the leader can make a preemptive upward adjustment bi(z)P to deter the trailer's snipe, thereby
maintaining their winning position. This preemptive raise also incurs the standard adjustment

penalty.
During our analysis, we make the following assumptions:

1. The ability for the Stage 1 leader to preemptively raise in Stage 2 (SS2RL) significantly
enhances the strategic value of winning Stage 1. A bidder who secures leadership in Stage

1 is better positioned to defend against a Stage 2 snipe compared to a scenario without

13



SS2RL. This might encourage more aggressive (i.e., higher) first-stage bidding to secure

this advantageous position.

2. The discrete changes in Stage 2 outcomes (e.g., crossing a threshold where an opponent
starts sniping, or where a preemptive raise becomes optimal) can introduce non-concavities
or "kinks" in a bidder's expected utility function E[U;(b;,v;)]. Such irregularities can
prevent the existence of a simple, continuously differentiable PSBNE or lead to equilibria

with specific structural properties.

3. In a standard first-price auction under incomplete information, the symmetric PSBNE

involves bidders shading their bids below their true valuations (for example, for N bidders
and v ~ U[0,1], B(v) = %v). The TAA with SS2RL introduces additional layers of

strategic calculation. The shading in B(v) will now also account for the probabilities and
payoffs associated with the various Stage 2 scenarios (sniping, being sniped, preempting,
being preempted).

4.1.2 Stage 2 Optimal Adjustments

The analysis of Stage 2 proceeds under the condition that first-stage bids bfl) and bgl) have been
revealed, and consequently, valuations v; and v, have been inferred by the opposing bidders. The
Stage 2 subgame is thus one of complete information regarding types. Let i be the bidder whose

decision we are analyzing (our ‘agent’ bidder), and j be his opponent.

Case 1: Bidder i is the High Bidder after Stage 1 (bl.(l) > bj(l)). Bidder i is the current leader; bidder

j is the current trailer.

Trailer's (j) Decision to Snipe: Bidder j (value v;, S1 bid bj(l)) considers adjusting upwards to
bj(z)s = b™ + ¢ (where e - 0* is a minimal increment) to try and win. The utility for j from such

a snipe, if successful, would be:

Ujsnipe =y - (bi(l) + 6) . ﬂ(bi(l) +e— bj(l))

14



snipe

Bidder j will attempt this snipe if U; > 0. This implies the Snipe Condition for j (SC;):

v > b (1+2) — bV,

Leader's (i) Response (SS2RL):

If SC; is NOT met (v; < b’ (1 + 4) — Ab{™), bidder j will not find it profitable to snipe if i

maintains bi(l). Bidder i (leader) has no incentive to adjust their own bid upwards, as this would

only increase their payment without altering the outcome of winning. Thus, bidder i's optimal Stage

2 bid is b®* = b, Bidder i wins and pays b{". The utilities are: U; = v; — b"; U; = 0.

If SC; 1S met (v; > b (1 + 1) — Ab].(l)), bidder j would snipe if bidder i were to maintain b™".

In this scenario, bidder i (leader, value v;) can make a preemptive upward adjustment to bi(z)P to

deter j's snipe. To successfully deter j, bl.(z)P

condition with respect to this new, higher bid from i. That is,
v; < bPP(1+ 1) — A
The minimum such preemptive bid for i is:

)
p@Pmin (vj+20;")
t (1+2)

Bidder i's utility from making this preemptive raise (from bi(l) to bi(z)P'mi") is:

L L l

Upreempt = v, — b.(Z)P,min _ A(b'(Z)P,min _ bi(l))

Substituting the expression for b7 ™

1+4 1+4 t

R YACY +Ap¢V
Uipreempt — vl _ Vj o A <V] i b(l) — vl _ v] _ A(b](l) _ bl(l))

must be set such that j no longer meets the snipe

15



(Noting that b — b" is negative, this is v; — v; +,1(b§1) - b}“)). Bidder i will make this
preemptive raise if UP"°“™P* > 0. (The alternative is allowing j to snipe, resulting in U; = 0). If
UPTee™Pt < 0, bidder i will not preempt (as the cost of preemption outweighs the benefit of

winning or is non-positive), will allow j to snipe, and U; = 0. Bidder j then wins by sniping bi(l).

Case 2: Bidder i is the Low Bidder after Stage 1 (bi(l) < bj(l)) Bidder i is the current trailer; bidder

j is the current leader. The strategic situation is symmetric to Case 1.

Case 3: Bids are Tied after Stage 1 (b{" = b = b{;.)) In this scenario, valuations v; and v; are

known to each other.

®

I at least one bidder k has v, > b;;;, the bidder with the strictly higher valuation (say v; > v;)

€Y

and v; > b5 will make a minimal upward adjustment bi(z)* = b,

tie + €. Bidder j, anticipating that
i can and will outbid any minimal adjustment j might make (due to v; > v;), will not adjust. The

(1)):

utilities are (assuming v; > v; and v; > b;;;

U = v; — (b(l) + e) —Ae = v — pY (as e — 0).

tie tie

U; = 0. The SS2RL capability does not alter this specific outcome in a tie with asymmetric
valuations; the higher-valuation player capable of covering the tied bid was already positioned to

win the S2 adjustment dynamic.
4.1.3. Stage 1 Bayesian-Nash Equilibrium

In Stage 1, a bidder i with a valuation assessment v; chooses an initial bid b; to maximize their
expected utility. This decision is made under incomplete information, where the bidder knows their
own v; but only the distribution of their opponent's valuation v;. We assume valuations are drawn
independently and identically from a common distribution F(v) with a continuous probability

density function f(v) over the support [v, 7].

16



The expected utility for Bidder i from submitting a Stage 1 bid b; is therefore an integral over all
possible types of their opponent:

B~1(by) v
E[U, (b, v)] = f Usswin (bor vor v, B (0))dv, + f Ustrose (bor Vo v B F (),

v B~1(by)

where B~ (b;) is the valuation assessment of an opponent v; who bids exactly b;. The term Uy
is Bidder i's utility if their S1 bid b; is higher than Bidder j's S1 bid B(v;), and Ugy s, is their

utility if it is lower.

The primary goal is to find a bidding function g (v;) such that bidding b; = £ (v;) is the optimal
choice for a bidder of type v;. This is found by applying the first-order condition (FOC)

dE[Ui(biv;)]

Y = 0, and then imposing the equilibrium condition b; = B(v;).

Applying Leibniz's rule for differentiation under the integral sign, and setting b; = S(v;) (so
L~1(b;) = v; at the margin of outbidding an opponent with the same valuation), yields the general
FOC:

[Usiwin (B, vi, i, B(Vi)) — Us1pose (B Vi), vi, vi, B(1))]

fy) fvi OUs1win
+ — |p.= , v)dv;
.Bl(vi) » abl |b1 B(Vl)f( J) ]

ﬁaUleOSe d ~ O
" v; abl |bi=ﬁ(vi)f(vj) vj =

The terms are evaluated as follows, based on the Stage 2 optimal adjustment rules derived in
Section 4.1.2:

1. Marginal Utility at Tie-Breaking:
Usiwin(B(v)), vi, v;, B(v;)): The utility for Bidder i winning an S1 tie against an identical type is
v; — B(vy).

Usirose (B(v), v;, vi, B(v;)): The utility for losing a tie is 0. Thus, the first term in the equation

fy)

becomes (v; — B(v;)) 5 0"
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2. Marginal Impact of Bid b; on Payoffs (0U/ db;): These derivatives depend on how a marginal
change in Bidder i's S1 bid b; affects its final utility, given the S2 responses.

When Bidder i wins S1 (v; < v;):

Usiwin _ -1

e If opponent v; would not snipe b;: Usyyin = v; — by = .

e If v; would snipe b; and Bidder i preempts: Usiyin = v; — vj — A(B(v;) — b)) =

OUsiwin — /1
ab;

WUsiwin _ 0

e If v; would snipe and Bidder i allows it: Usyyyin = 0 = Ty

When Bidder i loses S1 (v; > v;):

e If Bidder i would snipe g (v;) and v; allows it: Usqpose = v — B(vj)(1 +4) + Ab; =

aUSlLose — A
ob;

0 UsiLose — 0

e Otherwise (Bidder i doesn't snipe or v; preempts): Usy o5 = 0 = T

To evaluate the integrals, we define critical valuation thresholds for the opponent v;, relative to
Bidder i's type v; and S1 bid b; = B(v;). Let these thresholds be denoted v; . (b;, v;), vj , (b;, v;),

and Vjd (bi, vi):

* v; (b;, v;): The highest opponent type x < v; such that x (as S1 trailer bidding 5 (x)) would not
attempt to snipe Bidder i's S1 winning bid b;. Defined by x = b;(1 + 4) — AB(x). For v; €

au in
[0; vj,C(bi’ vl)]’ ;;b‘j/ = _1.

* vj »(b;, v;): The highest opponent type x € (v; .(b;, v;), v;) such that if x would snipe b;, Bidder
i (type v;, S1 leader) would still profitably preempt. Defined by v; — x — A(8(x) — b;) = 0. For

ou i au i
v € (v,e(bi, Vi), vy p (by, vi)], =53 = A. For v € (v (by, vy), i), =g, = 0.
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*v; 4 (b, v;): The highest opponent type x > v; (S1 winner bidding 8 (x)) such that Bidder i (type
v;, S1 trailer bidding b;) can and is allowed to profitably snipe S (x). Defined by v; > B(x)(1 +

D)= 2b; and x — v, — A(b; — B(x)) < 0. For v € (v, va(by, v)], T2 =2 For v; >

aUSlLose _
Vj,a(bivi), =5, = =0

Substituting these marginal effects into previous equation gives:

Wi =BW)) 57—+

. vjc(BW)vi)
g,((?) f ’ Af(v)dv; =0

vjp(BWy).vy) vja(BWi).vy)

vj,c(Bi).vi) vi

This simplifies to the integral-differential equation:

f(wi)

B’ (vi)
+ AF(ja(Bw),v)) —F(v)] =0

(v — B(vy)) — F(j(B(w:), 1) + A[F (W , (B, v))) — F(; . (B(wy), v)]

*)

Equation (*) is the first-order condition characterizing the symmetric PSBNE S1 bidding function
B (v;) in the TAA (SS2RL) model with a linear penalty for a general valuation distribution F(v).
Its complexity, stemming from the implicitly defined and interdependent threshold functions,
makes a closed-form analytical solution for B(v;) generally unattainable. This equation
analytically frames the strategic trade-offs inherent in S1 bidding, balancing the direct utility of
winning against the marginal impact of the bid on the complex web of potential Stage 2 outcomes.
The simulation methodologies detailed in Chapter 8 of this work are therefore employed to

approximate g (v;) and evaluate the TAA's performance.
4.1.4. Analysis of Limiting Cases for the Penalty Rate A

To gain intuition and establish bounds on equilibrium behavior, we analyze two limiting cases for

the penalty rate A, now under a general valuation distribution F(v) for N = 2 bidders.
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Case 1: Infinite Penalty (A — o) If the penalty rate A becomes infinitely large, any upward
adjustment in Stage 2 incurs an infinite penalty. Rational bidders will therefore never make such

an adjustment.

Stage 2 Behavior: No Stage 2 adjustments (neither snipes by trailers nor preemptions by leaders)

will occur. The bids submitted in Stage 1 become final.

Stage 1 Behavior: Since Stage 2 is effectively neutralized, the TAA collapses into a standard single-

stage first-price sealed-bid auction.

Equilibrium Bids: For a standard first-price auction with two bidders whose valuations are
independently drawn from a distribution F(v) with support [v, 7], the well-known symmetric
PSBNE bidding strategy is given by the expected value of the opponent's valuation, conditional on

the opponent having a lower valuation:

) x f (x)dx

Brpa(vy) = E[vj|v; S v;] = = F(v)

Thus, as 4 — oo, we expect the TAA bidding function g(v) to converge to this standard FPA
bidding function. For the specific case of v ~ U[A, B], this general formula reduces to f(v) =
(v+A4)/2.

Case 2: Zero Penalty (1 = 0) If the penalty rate A is zero, Stage 2 adjustments are costless in

terms of penalties, though the bid amount itself must still be paid.

Stage 2 Behavior: As detailed in the Stage 2 analysis (Section 4.1.2), with A = 0 and SS2RL, the
player with the higher valuation can always out-adjust or preempt the lower-valuation player. This
ensures that the player with the higher valuation will win the item. The final price paid will be
approximately the S1 bid of the loser if that bid was already high enough to deter a snipe by the
loser, or it will be the valuation of the loser if the winner must preemptively raise their bid up to

that level to secure the win.

Stage 1 Behavior: Since the winner is almost always determined by the true valuations in Stage 2,
the primary role of Stage 1 bids diminishes significantly. Bidders have an incentive to bid very low
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(e.9., f(v;) = v) to minimize their commitment, knowing that the "real™ competition will happen
in Stage 2. The outcome of the mechanism approaches that of a second-price auction, where the
winner (with highest v) pays the second-highest valuation. The expected payment for a winner

with valuation v; would be E[v;|v; < v;].

These limiting cases suggest that the equilibrium S1 bidding strategy B (v) for the TAA (SS2RL)
transitions from that of a standard first-price auction as 1 — oo to a strategy involving potentially

very low bids where the mechanism's outcome approaches that of a second-price auction as A — 0.
4.1.5. Mixed Strategy Bayesian-Nash Equilibrium (MSBNE)

Given the complexities highlighted in the preceding analysis, particularly the potential for non-
concavities or "kinks" in a bidder's expected utility function arising from the discrete changes in
Stage 2 outcomes, a Pure Strategy Bayesian-Nash Equilibrium (PSBNE) may not generally exist
or may be exceptionally difficult to characterize. The sharp thresholds for sniping and preemption
can prevent a simple, continuously differentiable bidding function from being optimal for all types.
In such cases, the relevant solution concept is a Mixed Strategy Bayesian-Nash Equilibrium
(MSBNE), where bidders randomize their bids to maintain their opponents' indifference, thereby

resolving the strategic tension.

In an MSBNE, a bidder of type v; would randomize their Stage 1 bid bl.(l) according to a probability
distribution M (b|v;) over some support of bids S(v;). For tractability, we typically assume this
distribution has a density function m(b|v;) over its support. The defining characteristic of an
MSBNE is that each type v; must be indifferent among all bids b in the active support of its
strategy, S(v;); that is, all these bids must yield the same constant expected utility, which we denote
as U(v;).

When choosing an S1 bid b;, a bidder of type v; calculates their expected utility, E[U;(b;, v;)].

This expectation is taken over:
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1. The opponent's type v;, drawn from the distribution F(v;) with density f(v;) on the support

[v, 7].
2. The opponent's S1 bid b;, drawn from their mixed strategy M (b;|v;).

3. The utility U;(b;, v;|bj, v;), which results from the deterministic Stage 2 subgame (as outlined

in Section 4.1.2) once S1 bids b;, b; are realized and types are mutually inferred for Stage 2
play.

The general integral form for the expected utility is thus:

Bl b)) = | ( J,, viow, vj)m(bj|vj)dbj>f(vj)dvj

where U;(b;, v; | bj, v;) encapsulates the complex, state-dependent payoffs from Stage 2.

Characterizing the MSBNE
To characterize the MSBNE, two fundamental principles are used:

The Indifference Condition: For any bid b in the support S(v;) of type v;'s strategy, the expected
utility must be constant and equal to that type's equilibrium payoff, U(v;). This implies that for
any bid b in the interior of the support, the derivative of the expected utility with respect to the bid

dE[U;(b,v;)]

must be zero: = 0. This condition is what determines the opponent's required mixing

strategy. For bidder i to be willing to mix, bidder j's strategy M (b;|v;) must be precisely calibrated

to make bidder i indifferent over their choice of b;.

The Envelope Theorem and Equilibrium Payoffs: A bidder's equilibrium payoff function, U(v,),
can often be found by applying the envelope theorem. The derivative of the payoff function with
respect to the bidder's own type, v;, is equal to the expected marginal utility of their type. In auction

settings, this simplifies to the total probability that a bidder of type v; wins the item in equilibrium:

_dl:h(:i) = Prob(Bidder i with type v; wins the item)
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With a standard boundary condition that the lowest type v expects zero surplus (i.e., U(v) = 0),

the equilibrium payoff can be found by integrating the win probability:

v
U, = f Prob (type x wins)dx
v

The full characterization of the mixed strategy distributions M (b|v) would involve using the
indifference condition and the derived payoff function U(v;) to solve for the distributions. This
constitutes a fixed-point problem in function space, which is analytically feasible only in highly
stylized auction models and is beyond the scope of this work. However, the conceptual framework
remains crucial for understanding why simulations are necessary and what properties they are

approximating.
4.1.6. Major Analytical Challenges for MSBNE Derivation

A significant question is how types are inferred in Stage 2 if S1 bids b; are drawn from a mixed
strategy M (b; | v;). If the supports S(v; ) for different types v; overlap (common in MSBNE), then
observing b; does not lead to perfect inference of v;. Instead, player i would form a posterior belief
f(vj | bj). The S2 subgame then involves decisions based on v; and this posterior over v;, making

the "deterministic” S2 payoffs actually expected values over this posterior. This feedback loop

drastically increases complexity.

Characterizing M (b | v) also involves solving a system of coupled integral-differential equations
derived from the indifference conditions and the envelope theorem result. This is analytically

feasible only in very stylized auction models.
Qualitative Insights for MSBNE in this TAA:
Consider the Influence of A on the mixed strategy equilibrium:

As 1 — oo, S2 adjustments are prohibitively costly. The MSBNE would converge to that of a

standard first-price auction.
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As 1 — 0, S2 adjustments are free (of penalties). The higher-valuation player can typically ensure
they win by costlessly out-adjusting the opponent in S2. This might lead to very low, possibly
mixed, S1 bids as the real competition happens in S2, potentially mimicking outcomes closer to a
second-price auction. The S1 mixing might then be about establishing subtle advantages or

handling the "who bids zero first" problem.

The leader's ability to preempt in S2 makes winning S1 more valuable. This might lead to more
aggressive S1 bidding (stochastically higher bids in the MSBNE) compared to a TAA without
SS2RL, as S1 leadership offers better control over the S2 game.

In summary, while a full analytical form of the MSBNE (i.e., the distributions M (b | v)) for the
TAA with SS2RL is beyond reasonable expectation without major simplifications or numerical
analysis, the conceptual framework involves bidders randomizing S1 bids to maintain indifference,
with expected payoffs shaped by the complex, state-dependent S2 interactions. The key parameters
A and the SS2RL rule would significantly influence the nature and support of these mixed

strategies.

Since deriving the precise form of the equilibrium bid in this model is quite challenging, we will

try to determine it with the help of simulations, which we provide later in Chapter 9 of this work.
4.2. TAA Under Second-Price Rule

In contrast to the strategic complexities of the first-price rule, the analysis of the Two-Phase
Auction with Adjustment (TAA) under a second-price rule reveals a more straightforward and
efficient equilibrium. The standard single-shot second-price (Vickrey) auction is celebrated for its
property of incentivizing truthful bidding (b; = v;) as a weakly dominant strategy. This section
investigates how the TAA's two-phase structure with a penalized adjustment phase affects this

fundamental bidding behavior.

We maintain the model of two risk-neutral bidders with independent private valuations v; drawn
from a common, continuous distribution F(v) with density f(v) over the support [v, 7]. In this

TAA variant, the winner (the bidder with the highest final bid) pays the second-highest final bid.

An upward adjustment Ab‘ from an initial S1 bid incurs a linear penalty P(Ab®) = 28p® .
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4.2.1 Stage 2 Optimal Adjustments

We first analyze the Stage 2 subgame by backward induction, after initial bids bi(l) and bj(l) have

been revealed and types are mutually inferred.

Case 1: Bidder i is the S1 Leader (bi(l) > bj(l)). Bidder i is currently in a winning position and is

set to pay a price of bj(l). Raising their own bid further cannot lower the price they pay, which is

determined by the other bidder's final bid. An upward adjustment would only incur a penalty or
potentially induce the opponent to raise their bid, which could increase the price for Bidder i.

Therefore, raising one's bid is a dominated action for the Stage 1 leader. The optimal strategy is to

make no adjustment: Ab®* = 0.

Case 2: Bidder i is the S1 Trailer (bl.(l) < bj(l)). Bidder i is currently losing. To win, they must
adjust their bid to be the highest. The minimum such adjustment would be to a new final bid B; =

bj(l) + €. If this adjustment makes them the new winner, the price they pay is the new second-

highest bid, which (assuming the S1 leader j does not adjust) is bj(l). Bidder i's utility from this

adjustment would be:

U.adjust = v; — (price paid) _ (penalty) =v; — bj(l) — )l(b},(l) - bi(l))

4

adjust

A rational trailing bidder i will make this adjustment if and only if U;

is greater than their

utility from not adjusting and losing (which is zero).
4.2.2 Stage 1 Equilibrium Bidding Strategy

Anticipating this Stage 2 behavior, we now determine the equilibrium bidding strategy B(v;) =

bl.(l) for Stage 1. We will demonstrate that truthful bidding, g(v;) = v;, is the unique symmetric

equilibrium.
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To prove this rigorously, consider a bidder i with valuation v; who contemplates submitting an
initial bid bl.(l) = x. Their opponent, bidder j, is assumed to follow the truthful equilibrium strategy,
o) bj(l) = v;. We compute the expected payoff for Bidder i, E[U(v;, x)], by integrating over all
possible opponent valuations v; ~ F(v). The expected utility integral splits into two cases

depending on whether Bidder i's S1 bid x is winning or losing against the opponent's S1 bid v;.

Case A: Bidder i leads initially (x > v;). This occurs for all opponent valuations v; € [v, x). As
established in the Stage 2 analysis, the opponent j (as S1 trailer) would only raise their bid if v; >
x. Since this case is defined by v; < x, the opponent will never adjust. Consequently, Bidder i wins

and pays the second-highest bid, which is v;. The expected payoff for this region is:

[ (v = v f (v)dv;.

Case B: Bidder i trails initially (x < v;). This occurs for all opponent valuations v; € (x, v]. Bidder
i (as S1 trailer) wins only if it is profitable to raise their bid. Bidder i will adjust to win if their

utility from doing so is positive:

vi+Ax

ViV —Av—x)> 0=+ x> v(1+4) = v < R

vi+Ax

SR be the highest opponent valuation that Bidder i can profitably overcome. If x <

Let vj"™* =
v; < v, Bidder i will adjust and win, receiving a payoff of v; — v; — A(v; — x). If v; > v/"**,
Bidder i will not adjust and will lose, receiving a payoff of 0. The expected payoff for this region
is:

ax

f;}n [vi —v;(1 + A) + Ax]f (v;)dv;.

Combining these cases, the total expected utility for Bidder i from bidding x is:

vi+Ax

E[U(v,x)] = j (vi —v))f (vp)dv; + J o [vi —v;(1+ ) + Ax]f (v;)dv;
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To find the optimal bid x, we take the derivative of E[U (v;, x)] with respect to x using Leibniz's

rule and set it to zero. Simplifying the terms reveals that the first two terms cancel out,
(i =x)f(x) = (v; =x)f(x) = 0.
The term evaluated at the upper bound v;"** also becomes zero because
v; — vjmax(l +A)+Ax=0
by definition of v/"**. This leaves only the final integral term:

vi+Ax

W - Lmu(vj)dvj =2 [F (= iix) - F(x)]

For this derivative to be zero (the first-order condition for an optimum), we require the term in the

brackets to be zero,as A > 0. F (%) =F(x)

Since the Cumulative Distribution Function F(-) is strictly increasing over its support, this equality

can only hold if the arguments are equal:

vi+Ax

e =x=>vi+/1x=x(1+l)ﬁvi+/1x=x+/1x=vi=X.

This confirms that the optimal Stage 1 bid for Bidder i is x = v;. Therefore, the unique symmetric
equilibrium strategy is truthful bidding, B(v;) = v;. This result holds for any general, strictly
increasing distribution function F(v). The TAA mechanism under a second-price rule, even with
adjustment penalties, preserves the powerful truth-telling incentive of the standard Vickrey auction,

demonstrating its robustness and efficiency.

At the same time, while the equilibrium remains the same (truthful bidding), the presence of the
adjustment phase with penalties can increase the overall efficiency of the auction system in several

ways:
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1. Inatypical auction, especially with uncertainty about the valuation of the item, bidders might
underbid (to avoid overpaying) or overbid (to secure the win). This can lead to inefficiency, as
the auction does not always reflect the true value of the item. The adjustment phase allows
bidders to correct their bids after seeing others' bids and after receiving aggregated information.
However, since there is a penalty for making changes, bidders are incentivized to make their
initial bid more accurate, reducing the likelihood of major over- or under-bidding. This
improves the allocation efficiency, as the item will be awarded to the bidder who values it most
(i.e., the one whose bid is closest to their true value), without the need for extreme bidding

strategies.

2. In a standard second-price auction, while truthful bidding is the dominant strategy, bidders
might still feel compelled to bid lower than their true value to protect themselves from the risk
of overpaying. This is especially true in cases where bidders are unsure about their valuations
or the competition. The TAA adjustment phase mitigates this by providing a safety net: if a
bidder realizes after seeing the initial bids that they have underbid or overbid, they can adjust
their bid. However, because the adjustment comes with a penalty, it still encourages bidders to
make their initial bids as accurate as possible, improving the efficiency of the auction by

allowing the final price to reflect true values more closely.

3. Last, in standard second-price auctions, noisy signals can arise, especially in cases where
bidders lack complete information or have incentives to distort their bids. This, in turn, can lead
to less efficient outcomes. The TAA auction’s adjustment phase allows bidders to incorporate
additional information (such as the range of bids and the likelihood of winning) into their
decision-making. Although adjustments are penalized, this structure allows the market to filter
out noisy bids and more closely align the auction outcome with true values, improving price

discovery and efficiency.

It worth mentioning that the exact form of the equilibrium in the second-price TAA auction is
determined by the penalty function, which not only influences the bidders' strategies but also
introduces flexibility into the model by allowing adjustments while discouraging extreme

manipulations.
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5. TAA with squared penalty function

Now we consinder the case where the penalty for revising one’s bid in Phase 2 grows with the size
of the upward adjustment. Concretely, we let each bidder’s cost of raising from an initial bid b to

a final bid b + A be (a widely spread default assumption):
P(AbL) = AAbL®

We will work through both the First-Price TAA and the Second-Price TAA in a two-bidder setting,
showing how the changing (endogenous) penalty A% reshapes bidders’ incentives and changes
equilibrium bidding behavior.

The key point is that, unlike a linear penalty, a 4% cost penalizes large “jumps” from one’s initial
bid but does not impose as big a burden for small upward adjustments. Hence, in equilibrium, one
often finds that bidders will “just barely” outbid a rival if they find it profitable—raising exactly

enough to beat the other’s final bid—rather than risking a large and expensive jump.

5.1. First-Price TAA with squared penalty function

Let us begin with a first-price payment rule.
The payoff for Bidder i depends on whether they win or lose:
If i wins:
U;(win) = v; — B; — A(4b5)? = v; — (b} + Ab%) — A(Ab5)2.
If i loses:
U;(lose) = —A(Ab})?

If i does not increase the bid in phase 2, the payoff is zero (since we assume no penalty if you do

not revise, or if you revise but still lose, you still pay the penalty but get zero payoff from the item).
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Thus, the bidder’s utility depends on the bid adjustment, which incurs the squared penalty, as well
as the final bid outcome relative to their private valuation.

Let us look at the shape of U(4b%). Take the derivative with respect to Ab:

U (win) _ d(v; — (bl + AbY) — A(4b5)")

: . —1—214b5 <0
dAb} 04b}
N2
U, (1 d(—A(Ab: .
i(lose) _ 9L ( .2) )=—2/14b5 <0
dAb} dAbL
In case of linear penalty:
aU; (wi d(v; — (bt + AbL) — AAb}
l(Wf”): (v ( 1 .2) 2):_1_/1<0
dAbL dAb}
dUy(lose) _ d(—AAbY) _ <o

d4bL dAbL

The derivatives for both parts are negative for all 4b} > 0. So the function v; — (bi + Ab}) —

A(Abé)z is monotonically decreasing in Abs. At the same time, the derivative is now dependent on
the value of the change in phase 2, meaning that high changes are penalized much higher than

lower ones, making the bidder less likely to adjust their bid. If Ab% is large, the penalty term

A(A bé)2 increases significantly. Thus, the possibility of bid changes becomes more restricted under

the squared penalty function because large adjustments incur a disproportionately higher cost
compared to the linear penalty case.

€Y

. . ob; . .
This, in turn, means that the precise form of the % term (this term was not taken into account due
2

to the calculation complexity) is now changed, thus influencing the equilibrium bid value.
However, the exact value of the equilibrium bid still requires complex calculations, which is

impossible to implement in the frames of this work.
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This means that if bidder’s valuation v; is well below the other’s, you may never want to revise
anyway. Since we assume the bidders to act rationally in TAA model (they want to win the good
and pay the smallest possible price), the result is typically that each bidder picks a monotonic
function b;(v;) that is lower than their true value v; but not too low, in order to reduce the

possibility that a big “jump” might be needed.

In general, for the First-Price TAA with penalty A2 bidders do not bid their full value in Phase 1—
there is still some shading. If a bidder ends up behind after Phase 1, that bidder may snipe.
However, this snipe is profitable if and only if the value difference is large enough to cover the
“square of the jump”, so “big jumps” are especially painful. This leads to smaller adjustments
compared to the linear penalty case, and bidders are more likely to bid truthfully from the outset to
avoid the need for adjustments. The auction becomes more efficient, as it reduces the incentive for

manipulation and better aligns the final price with the true value of the item.
5.1.1. Profit Outcomes in First-Price TAA with squared penalty function

Because of the possibility of last-moment sniping, each bidder’s final payoff can be lower than in
the pure single-shot game—especially if the bidder ends up paying not just his bid but also a big

penalty. In contrast, if your initial bid is sufficiently high to deter the other’s “jump,” you might
pay more in Phase 1.

When the penalty scale is small (e.g. if 42 is modest for typical 4), frequent final-stage adjustments

can arise. Bidders might try to “wait” and see the other’s bids, then jump.
When the penalty cost is large for typical 4, you revert to near the usual single-shot equilibrium.

Thus the exact equilibrium depends on the distribution of valuations and the risk-benefit tradeoff

of big or small 4.
5.2. Second-Price TAA with squared penalty function

We now look at the same scenario except the winner in Phase 2 pays the second-highest final bid,

not her own. In a standard single-shot second-price auction (no adjustment), truth-telling is a
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weakly dominant strategy (Easley & Kleinberg, 2010). With a one-time revision and a penalty, the
logic changes slightly—particularly for a bidder who is behind after Phase 1 and might want to

jump.

Observe that in a normal single-shot second-price auction, each bidder just bids b; = v;. Might that
remain an equilibrium if the second-phase penalty is A%? If the true value was already bid in Phase
1, there is no reason to raise it further. However, if you are losing by a small margin, you might
pay A? to surpass your rival’s bid—but in a second-price format, the price you pay is the second-
highest final bid, which might remain at your rival’s Phase 1 level. Thus, the incentive to adjust
might come from trying to move from second place to first place, but the change must be worth

more than the penalty.

If a bidder is already winning in Phase 1 ( b! is already the highest), there is no reason for them to
adjust their bid, because the price they will pay is determined by the second-highest bid. Changing
their own bid will not affect the price, and it would only incur a penalty. Therefore, bidders who

are winning will likely avoid adjusting their bid.

If a bidder is currently losing in Phase 1 (i.e., they are the second-highest bidder), they may have
an incentive to increase their bid in Phase 2 to become the highest bidder, but only if the benefit of
winning outweighs the penalty incurred by adjusting their bid. In the second-price auction, the loser
must pay the second-highest bid, so they do not need to outbid the current highest bidder by much.
They only need to ensure their bid surpasses the current highest bid, but their final payment will
still be based on the second-highest bid. As a result, bidders who are losing will be more likely to
adjust their bids than the bidders who are winning, but their adjustments will likely be smaller

because the penalty for adjusting the bid is quadratic, and large adjustments are costly.

In fact, if 42 is not too large, borderline upward “snipes” can still be seen, but that does not cause
as large a distortion. Many analyses (in the simpler fixed-penalty version), like in (Krishna, 2003)
and (Lu & Ye, 2013), show that “bid your true value in Phase 1” is near-optimal or even an
equilibrium for second-price TAA, because overbidding in Phase 1 never helps in a second-price
format, and underbidding in Phase 1 sets up for possibly paying a 4% penalty to fix it. That might

cost more in expectation than just bidding the true value in the first place.
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Hence, typically, we get an equilibrium close to full truthfulness in Phase 1, though with A2 there
can be subtle “marginal” improvements from shading slightly. That means “bid v;” or something

close is (approximately) a Phase 1 best response.

Under second-price TAA with a squared penalty, it is possible to get borderline re-bids in Phase 2,
especially if one bidder ended up behind by a small difference but has a fairly large v;. The main
difference from a linear penalty is that making a big leap from a very low initial bid is now
significantly more costly, so it is less likely that someone who grossly under-bid in Phase 1 tries to

snipe.

As a result, we typically find that “truthful from the start, no revision” remains stable for a wide
range of parameter values. The final payoff for the winner is v,,x — b, Minus any penalty if the
winner revised. Because second-price logic is well known to be efficient if the penalty does not
severely distort the revision stage, the TAA outcome is close to the standard second-price outcome

with a mild correction for 42 if you do snipe.

Overall, this approach leads to greater efficiency and price accuracy, similar to the first-price

auction analysis under the squared penalty.

6. Alternative penalty function forms

In previous chapters, we examined a linear penalty function and a penalty proportional to A% (where
A is the upward adjustment). A 42 penalizes large jumps more severely than the linear one, but can

also be costly for medium-sized jumps.

However, to make the model more effective, some alternative penalty functions can be proposed
that better balances fairness (not punishing small corrections too much) and efficiency (deterring

large “sniping” leaps). Specifically, let

F(A) = AV, where1 <y <2
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The motivation is that small revisions remain inexpensive if 4 is small, since A" grows faster than
A but still starts small. At the same time, large jumps become super-linear for y > 1, deterring

extreme tactics.

In both formats (first and second price auctions), paying a large ALY penalty can quickly become

expensive for large 4, though small 4 remains more affordable since y < 2.
F(4) = AY,1 <y < 2 can possibly help due to several reasons:

1. A mild revision 4 yields a modest penalty AY. Because y > 1, if 4 is small, A7 is even

smaller. Thus, legitimate “fine-tuning” is not unduly punished.

2. Ifabidder’s initial bid is extremely low, bridging that gap might require 4 = b;. Since AY
is super-linear, that becomes a major cost, discouraging the exploitive “wait, see rival’s big

bid, then jump.”

3. The truly high-value bidder can still close a moderate gap for an acceptable 4. Meanwhile,
a low-value bidder gains little from artificially bidding at the last minute, since AY eats their

surplus. So the item typically goes to the higher-value participant.

A penalty of F(4) = AY with 1 <y < 2 balances the desire for flexible, incremental Phase-2
corrections with a sufficiently steep cost for large leaps. In both first- and second-price TAA
variants, the Phase-2 logic is analogous to simpler TAA settings, but the nonlinear penalty strongly
promotes more sincere Phase-1 bids. Fairness for small adjustments is enhanced, efficiency is
largely maintained (the higher-value bidder can still catch up if worthwhile), and large
manipulative sniping is deterred. This makes F(4) = A a potentially robust and maximally fair
and effective TAA penalty design.

A few ideas for potentially more “effective” functions, depending on the design goals, can include:
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6.1 Exponential penalty form

A classic way to heavily discourage large jumps while keeping small ones cheap is an exponential

form, for example

F(A)=a(e’ -1), a>0,8>0.
For small 4, e#4 — 1 ~ B 4, so the cost is close to a linear function. Only a small penalty is paid
if to make a minor upward adjustment.

As A grows, e#4 becomes huge, so the cost ~ a ef4 rapidly increases. That strongly deters

extremely large “sniping” leaps.
Phase-2 Logic:

In either a First-Price or Second-Price TAA, the losing bidder who wants to jump from b; to b;

faces a penalty a (ef (bi=2d) — 1),
If the bidder’s aim is just to surpass a rival’s current bid b; by the smallest margin, then he only

pays a (eﬁ (bj=b) _ 1). For large (b; — b;), that cost is very high.

Thus the exponential penalty is even more punishing to large 4 than 4%2. Small corrections remain
quite cheap. If the auction designer wants to almost entirely rule out big leaps, this form can be
powerful. However, If B is too large, even moderate upward moves can rapidly become expensive,

so B must be calibrated carefully.
6.2.  Piecewise penalty form

Another approach is to implement a piecewise penalty structure, e.g.

k A7, A<A,,
F(A) = m
k,(A-A,)" +(constant),  A>A,,
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where y,m > 1, or one side might even be exponential. The key is we keep small 4 in a gentle
regime (like 4) and then once 4 exceeds some threshold 4,, the penalty jumps to a steeper

function or a higher multiplier.

For small region [0, 4,]: Let the cost scale as 4" with a modest exponent y, so that minor re-bids
remain affordable. For large region (4,,): Switch to a heavier exponent or an exponential
formula to make truly big leaps become extremely costly. Such a piecewise function is flexible:
we can calibrate 4, so that “fine-tuning” up to, say, 10% above the initial bid is not penalized too

severely, but bigger leaps face drastically higher costs.

However, it can be stated that there is no single “absolute best” penalty form for every TAA design;
it depends on how strongly the auctioneer wants to deter large late adjustments or how much they
want to allow small re-bids. “Effectiveness” depends on the auctioneer’s specific objectives. You
want the truly highest-value bidder to be able to correct small underbids without paying an
unreasonably large penalty, in this case, functions that do not blow up too fast for moderate 4 are
good. If the scenario where a bidder tries to wait and see a high bid is unwanted, then leaps from
near-zero to overtake it, the penalty to become massive for large 4 may be desirable. Exponential
or super-quadratic forms accomplish that strongly. At the same time, if the penalty formula is too
complicated or abrupt (e.g. a piecewise function with a jump), it might be less transparent or less

“fair” from participants’ viewpoint.

7. The Winner’s Curse problem in TAA

The "Winner's Curse" plagues auctions for items of common value (e.g., oil leases, NFTs with
shared market value), where bidders have private, uncertain estimates of this common value. In
(Kagel & Levin, 1986) mentioned that the winning bidder, often the one with the most optimistic
(highest) estimate, risks overpaying if they bid their estimate directly, as the very act of winning
suggests their estimate was an overestimate. Rational bidders anticipate this and "shade" their bids

downwards, which can lower seller revenue.

As explained in (Ferreira & Weinberg, 2020), in standard First-Price or Second-Price sealed-bid

auctions, bidders must significantly shade their bids below their private estimates E[V | s;] (where
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s; is their signal about common value V) to avoid the winner's curse. This is because they commit
to their bid based solely on their private information, without knowing others' signals. English

auctions offer some mitigation through progressive information revelation as bidders drop out.

The TAA's structure - acommit phase (Stage 1), information revelation, and a penalized adjustment

phase (Stage 2) - offers several mechanisms to address the winner's curse.

After Stage 1 (S1) sealed bids bl((l) are revealed, each bidder i can infer information about other
bidders' signals sy (assuming monotonic S1 bidding strategies 3(sy)). Bidder i can then update
their initial estimate E[V | s;] to a more informed posterior estimate E[V | s4,...,sy] (let's call this
V*). This V* reflects the collective wisdom or aggregate information available from all signals. The

"bad news" of winning based on s; alone is tempered by this broader information set.

Armed with the updated estimate V*, bidders can adjust their S1 bids in Stage 2: If bidder i's S1

bid bi(l) was based on an overly optimistic s;, the low S1 bids from others (revealing lower s;'s)

would lead to a lower V*. If bi(l) is leading, they are committed to it (in most TAA final bid rules).
However, this new information prevents them from further overbidding in S2. If they were trailing
and considering an S2 snipe, the revised lower V* would lead to a lower S2 bid or no adjustment.

On the contrary, if bi(l) was too low (excessive S1 shading), but the aggregate information now

suggests a higher V*, bidder i can make an upward adjustment in S2 to bi(z), aligning their bid more

closely with v*.

At the same time, upward S2 adjustments incur a penalty P(Ab(z)). This deters reckless S2
adjustments based on the reassessments of V*. Any S2 raise must be justified by a V* high enough
to cover both the increased bid and the penalty. It incentivizes reasonably accurate S1 bids. Bidders
cannot solely rely on a "free” S2 correction; S1 bids must still incorporate initial shading against

the winner's curse based on their private signal s;.

Expected Bidder Behavior is the following:
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Bidders will still shade S1 bids based on their private signal s;, but this shading might be less severe
than in a standard sealed-bid auction because of the S2 correction opportunity. The penalty A

ensures S1 bids remain meaningful.

Decisions to adjust in S2 are based on the updated, more accurate estimate V* (derived from all S1

signals). The penalty ensures only economically justified adjustments are made.

Generally, TAA does not eliminate the winner's curse but reduces its impact. It allows for
information aggregation and bid correction before final allocation. The final winning bid is more
likely to reflect a consensus valuation V* rather than just the single most optimistic private signal,

leading to fewer instances of severe overpayment.

Overall, the TAA's two-stage structure, with its intermediate information revelation and penalized
adjustment phase, offers a robust mechanism to mitigate the winner's curse. By allowing bidders
to refine their understanding of an item's common value based on collective information before
final commitments are sealed, the TAA encourages bids that are more aligned with a consensus
valuation. The adjustment penalty serves as a crucial control, ensuring that Stage 2 corrections are
disciplined and economically justified. The precise degree of mitigation will depend on the TAA's
payment rules and the calibration of the adjustment penalty.

However, certain assumptions and trade-offs should be noted. The analysis assumes bidders are
perfectly rational and that penalty commitments are credible. If bidders are risk-averse or if the
penalty scheme is not enforceable, the equilibrium might deviate. Similarly, if signals are not
independent (e.g. affiliated signals or correlated estimates), the exact design of TAA might need
adjustment. Finally, the TAA may reduce auction complexity but at the cost of introducing
penalties and extra rules, which could affect participation or invite collusive behavior. Despite
these disadvanteges, the key insight holds: by structurally aligning incentives with honesty, the
TAA removes the selective bias that causes the Winner’s Curse. It does so best when bidders face
a true common value, have symmetric information structures, and can participate in a mechanism

that transparently links payment to the integrity of their bids.
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8. TAA model work simulation

The preceding theoretical analysis of the Two-Phase Auction with Adjustment (TAA) model,
particularly its first-price variant, revealed a rich but analytically complex strategic environment.
The first-order conditions characterizing the equilibrium first-stage (S1) bidding strategy, S (v),
proved to be an intricate integral-differential equation for which a closed-form solution is generally

intractable.

To bridge this gap and understand the practical implications of the TAA mechanism, this chapter
presents the results of a comprehensive simulation study. The study is designed with two primary
objectives. First, we employ a computational methodology—an iterative best-response process in
function space—to approximate the type-dependent equilibrium S1 bidding functions, S (v), for
the TAA model under different linear penalty rates (4). This addresses the core theoretical

challenge of defining how rational bidders would behave in Stage 1.

Second, using these computationally derived equilibrium strategies, we conduct extensive
simulations of the first and second-price TAA auction performance metrics and their comparison
with the standard First and Second-Price Auctions (FPA and SPA, respectively). This allows for a
robust comparative analysis of key performance indicators. The overarching aim is to understand
how the TAA architecture influences bidder behavior and auction outcomes relative to the FPA
and SPA, and how these characteristics are modulated by the Stage 2 penalty rate. A key focus will
be to interpret these results in the context of the TAA's potential to promote more accurate bidding

and mitigate the winner's curse.
8.1.  Simulation setup

The simulation environment was constructed to reflect a standard auction setting while allowing
for the specific features of the TAA. All simulations involved two risk-neutral bidders (N = 2)
whose private valuation assessments (v) for a single item were independently drawn from a
uniform distribution U[200,400].
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Here we consider TAA model under the first-price payment rule, where the winner pays their final
bid. Upward bid adjustments in Stage 2 incurred a linear penalty, P(Ab) = AAb, where A is the
penalty rate. A critical feature was the Strategic Stage 2 Raise by Leader (SS2RL) capability,
allowing an S1 leader to preemptively raise their bid to deter a trailer's potential snipe, if profitable.
Following the revelation of S1 bids, the inference of an opponent's type was assumed for Stage 2
decision-making, contingent on bidders adhering to symmetric equilibrium S1 strategies. For
comparative purposes, the standard FPA model assumed bidders play the symmetric Nash
equilibrium strategy (Krishna, 2003):

b(v)=(w+A)/2 =0.5v+ 100
for the U[200,400] range. The TAA model was analyzed for penalty rates A € {0.5,1.0}.

The core of the study involved two simulation phases. The second phase, a main metric calculation,
is detailed in Section 8.4. The first and most critical phase was the Equilibrium Search Phase,
designed to approximate the equilibrium S1 bidding strategy itself. To overcome the analytical
intractability of solving for the equilibrium S1 bidding function (equation(*)), 8 (v), we employed
a computational search method based on the principle of iterative best response. The goal of this
process is to find a function £ (v) that is a best response to itself; that is, if an opponent uses the

strategy function g*(v), it is also optimal for our agent to adopt the same strategy.

To represent the continuous function g (v) computationally, we first discretized the valuation space
v € [200,400] into a grid of 21 representative agent valuations. The process begins with an initial
guess for the opponent's strategy function, B,*? (v), created by adding random noise to the
theoretical FPA equilibrium strategy line. The simulation then enters an iterative loop. In each

iteration k, we calculate a new best-response function for our agent, £29°™(v), given the

(o]

opponent's strategy from the previous iteration, ﬁkfﬁ’(v). This is done for each representative

valuation v, e, ON our grid by:

1. Assuming the opponent bids according to the function g, 2% (v).
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2. Having our agent (with fixed value v,g4.n.) calculating the agent's expected utility by
simulating 200 inner auction rounds against a random opponent playing their strategy. Each
simulated round fully resolves the Stage 2 dynamics. For each round, the same range of the
potential agent’s S1 bidding factors (Bi4;) With the same step is considered to further identify

agent’s best response factor.

3. Foreach B;iq1, Identifying the B4, that yields the highest expected utility as the best-response

factor for that agent valuation in this iteration.

This process, repeated for all representative valuations, defines the agent's new best-response
function for iteration k, 89" (v). For the next iteration, the opponent's strategy is updated to this
new function. We then check for convergence by measuring the maximum change between the
new function B, (v) and the previous one S;_,(v) . If this change falls below a predefined value
(we have defined it as a value of 0.15 to avoid long calculation time and save the simulation
reasonableness), the process stops, and the resulting stable function is taken as our approximate
equilibrium, B;(v), for the given penalty rate A. This iterative methodology allows us to
computationally solve for a function that is a best response to itself, thereby providing a robust,

type-dependent approximation of the equilibrium S1 bidding strategy for our TAA model.

The simulation of the TAA model works and its comparison with the one-stage auction models
was held in R environment with the assistance of artificial intelligence tools.

8.2. Approximate Equilibrium First-Stage Bidding Strategies for TAA

The first stage of our computational analysis focused on deriving the approximate equilibrium S1
bidding strategy, represented by a type-dependent bidding factor function g(v). We began with a
fluctuating initial strategy guess, shown in Figure 8.1, to test the robustness of our iterative

equilibrium-finding process.
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Fluctuating Initial Guess (Red) vs. Theoretical FPA (Black)

BetaFactor

AgentValuation

Figure 8.1: Unstructured Initial Strategy Guess (Red, Dotted) used to Seed the Equilibrium
Search, Plotted Against the Theoretical FPA Equilibrium Strategy (Black, Solid).

The iterative best-response process was then run for each lambda value. The convergence process

is visualized in Figures 8.2 and 8.3.
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Figure 8.2: Iterative Convergence of the Best Response Function for A = 0.5. The process starts

with the fluctuating guess (lteration 1, Opponent Strategy) and stabilizes by Iteration 18.
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Figure 8.3: Iterative Convergence of the Best Response Function for A = 1.0. The process

stabilizes by lteration 16.

These figures demonstrate that despite starting from a noisy, unstructured strategy, the iterative
process consistently and rapidly converges to a stable strategy function for both lambda values.
This gives us confidence that the identified equilibrium is a robust attractor in this strategic

environment.

The final, converged equilibrium S1 bidding functions, 8, (v), are compared against the theoretical

FPA equilibrium strategy in Figure 8.4.
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Converged Equilibrium Beta(v) Functions: TAA vs. FPA Theoretical

TAA derived from iterative best response starting with a fluctuating guess

Auction & Lambda =+ FPA(Theoretical) = TAA (A=0.5) - TAA(A=1)

Equilibrium S1 Bidding Factor (beta*)

200 250 300 350 400
Agent's True Valuation (v)

Figure 8.4: Converged Equilibrium S1 Bidding Factor Functions, 8*(v): TAA vs. FPA

Theoretical.

An analysis of Figure 8.4 reveals several key insights about the equilibrium S1 behavior:

The TAA strategies (green dashed for 4 = 0.5, blue dotted for A = 1.0) are distinct from
the FPA equilibrium (black solid), confirming the TAA is a strategically different game.

The TAA with A = 0.5 results in significantly deeper S1 bid shading (lower g values) for
most agent valuations above v =~ 225, suggesting a cautious "wait-and-see" approach

where competition is deferred to the cheaper Stage 2.

The TAA with A = 1.0 produces a more volatile g (v) function, often closer to the FPA line
but with significant peaks and troughs, indicating a more complex trade-off between

winning in S1 and avoiding the now more costly Stage 2.
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8.3.  Comparative Analysis of Auction Metrics

Using the interpolated equilibrium g(v) functions derived above, we now analyze key auction

performance metrics.

To evaluate and compare the auction mechanisms, we define the following key performance

indicators, which are calculated for each simulated auction round:

The Auction Revenue indicator introduced in (Patil & Sohoni, 2022) measures the total combined
value or "good" created by the auction for everyone involved (the winner getting the item they
value + any extra revenue generated by the mechanism itself through penalties). In the TAA model,

it is counted as the winner's final bid and the sum of all penalties paid by any bidder:
Auction revenue = Winner's_Winning_Bid + Sum(All Penalties)

Winner Utility is the winner's individual "profit”, which is calculated from the formula given
earlier:

Winner Utility = Value[Winner] — Winner's_Winning_Bid — Penalty[Winner]
(Penalty is O for standard FPA).

Average Winner Bid represents the final price paid by the winning bidder in an auction on average,
excluding any additional penalties they may have paid. It is calculated by identifying the winner in
each simulated auction round and recording their final bid. Averaging these winning bids across
all simulations provides a measure of the typical price level and the mechanism's ability to drive

price discovery from the eventual winner.

Average Loser Bid captures the average final bid submitted by the non-winning participant in the
auction. By averaging these losing bids across all simulations, we gain insight into the bidding
behavior of less competitive participants. A very low average loser bid can suggest that the first
stage of the auction is not serving as a strong price discovery mechanism, as some bidders may be

making minimal commitments.

46



Average Adjustment Magnitude is the amount of the average bid increase in phase 2 of the TAA

auction. Counted as the Sum of the absolute differences (phase 2 bid- phase 1 bid)

for all adjustments made across all simulations, divided by the total number of adjustments that

occurred.

Finally, Penalty Revenue reveals the slice of the auctioneer's total income (Winner's Payment + All

Penalties) which came purely from the adjustment penalties. Found as:

Penalty Revenue = (Sum(All Penalties) / (Winner's_Final_Bid + Sum(All Penalties))) * 100.

Figure 8.5 presents the expected values of these metrics, plotting them as a function of a focal

agent's true valuation (Vggent focus)-

Auction Metrics vs. Agent Valuation (TAA with SS2RL, Linear Penalty)

TAA uses iteratively derived type-dependent equilibrium S1

strategy B(v)
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Figure 8.5: Comparison of Expected Auction Metrics as a Function of Focal Agent Valuation.

An analysis of the six panels in Figure 8.5 reveals the following:

The top two panels illustrate the central trade-off. The standard FPA (red line) consistently

generates the highest Auction Revenue, while the TAA models produce significantly lower
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revenue. Conversely, the FPA yields the lowest Winner Utility. Both TAA variants, especially 1 =
0.5 (green line), provide substantially higher utility to winners. This indicates that the TAA
structure is more bidder-friendly, allowing winners to retain a larger surplus at the expense of seller

revenue.

The "Avg. Overall Winner Bid" panel mirrors the revenue results, confirming that TAA's lower
revenue stems from lower final winning bids. The "Avg. Overall Loser Bid" panel shows a
difference: FPA loser bids are substantial, while TAA loser bids are extremely low. This suggests
the S1 bidding phase in the TAA equilibrium is not serving as an effective price discovery

mechanism, as at least one bidder makes a token bid, pushing competition to Stage 2.

The "Avg. Overall Adj. Magnitude™ panel confirms that Stage 2 is highly active in the TAA, with
lower penalties (1 = 0.5) enabling much larger adjustments. The "Penalty Revenue (%)" panel
shows that penalties can form a large part of the TAA's total revenue (10-15% in these simulations),
especially with a higher A, indicating a significant cost paid by bidders for the flexibility of Stage
2.

To provide a comprehensive performance analysis, we also simulated the TAA model under a
second-price rule (TAA-SPA) and compared it to a standard Second-Price (Vickrey) Auction
(SPA). For both mechanisms, the theoretical equilibrium bidding strategy in Stage 1 is truthful
bidding, where each bidder sets their initial bid equal to their private valuation (bl.(l) = v;). Our
simulations, implementing this equilibrium behavior, yield a clear and powerful result as shown in

Figure 8.6.
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Auction Metrics vs. Agent Valuation (Second-Price Variants)
Comparing Standard SPA vs. TAA-SPA (b{1)=v is equilibrium for both)
Auction Revenue | ‘Winner Utility (Agent Focus)
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—
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Expected Metric Value

Agent's True Valuation (v_agent_focus)

Auction & Lambda SPA <* TAA(SPA)A=05 —+ TAA(SPA) =1

Figure 8.6: Comparison of Expected Auction Metrics vs. Agent Valuation (Second-Price Variants). Lines
represent the standard Second-Price Auction (SPA) and the TAA under a second-price rule (TAA-SPA)
with penalty rates A = 0.5 and A = 1.0. All mechanisms are simulated using their symmetric equilibrium

S1 strategy, which is truthful bidding (bi(l) = ;).

The performance metrics for the standard SPA and the TAA-SPA for both tested lambda values
are visually and statistically indistinguishable. As depicted in the picture, the lines for Auction
Revenue, Winner Utility, and average bid levels for all three configurations overlap almost
perfectly. As predicted by theory, no Stage 2 adjustments occur in equilibrium, resulting in zero
Penalty Revenue and zero Average Adjustment Magnitude for the TAA-SPA variants. This
demonstrates that while the TAA framework provides an option for bid adjustment, under the
strategic incentives of a second-price rule with rational bidders, this option is not exercised. The
TAA-SPA is therefore outcome-equivalent to a standard SPA, suggesting its primary benefit in this
context would not be to alter equilibrium outcomes but perhaps to serve as a corrective safety net

for behavioral bidders or in environments with pronounced uncertainty.
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8.4.  Discussion: TAA's Impact on Bidding Behavior and Market Inefficiencies

The simulation results, which compare the TAA model against a standard FPA using their
respective (approximated) equilibrium strategies, provide a clear picture of the strategic trade-offs
inherent in the TAA's design. While the simulations were constructed under the standard
Independent Private Values (IPV) framework for analytical and computational tractability, their
findings have profound implications for more realistic valuation models, particularly those relevant

to NFT markets where the winner's curse is a significant concern.

A core assumption in our simulation is that bidder valuations v; are drawn independently. However,
for assets like NFTs, a bidder's true assessment of value is rarely formed in a vacuum. It is more
accurately described by an affiliated or correlated values model. A bidder's valuation v; is an
assessment that incorporates both a private component (e.g., personal aesthetic preference) and a

common component (e.g., perception of future resale potential, artist reputation, market trends).

Bidders have private, uncertain signals about this common component. The winner's curse arises
because the winning bidder is often the one whose private signal was the most optimistic. By
winning, they receive "bad news" that everyone else's signal was lower, implying the winner likely

overestimated the true common value and, consequently, overpaid.

When we view the TAA through this more realistic lens, its features become particularly relevant,

and our simulation results illustrate behaviors consistent with mitigating these inefficiencies.

The primary defense against the winner's curse is the opportunity for bidders to update their beliefs.
The TAA is structurally designed for this. After Stage 1 bids are revealed, an initially over-
optimistic bidder receives crucial market feedback from their competitors' lower S1 bids. The Stage
2 adjustment phase is precisely where this new information can be acted upon. The significant S2
adjustment activity observed in our simulations (Figure 8.5, "Avg. Overall Adj. Magnitude" panel)
confirms that bidders actively use this phase to refine their positions. In a winner's curse scenario,
this is the critical moment where a bidder can temper their final commitment, avoiding

compounded overpayment.
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The most compelling evidence from our simulation is presented in the "Winner Utility" panel of
Figure 8.5. The fact that winner utility is consistently and significantly higher in both TAA variants
compared to the FPA provides strong quantitative support for the TAA's effectiveness in protecting
winners. By emerging from the auction with a larger share of their valuation as surplus, winners
are demonstrably protected from the severe overpayment that erodes their utility in the FPA. This
outcome is achieved because the TAA's equilibrium dynamics lead to lower final winning prices,
directly countering the primary negative effect of the winner's curse.

Yet, the TAA encourages more "accurate” bidding, not by forcing bidders to reveal their true value
in Stage 1 (shading is still optimal), but by making strategic positioning more deliberate. The
penalty for S2 adjustments incentivizes bidders to make their initial S1 bids as effective as possible
to avoid requiring large, costly S2 corrections. This discourages extreme lowballing or thoughtless
initial bids. The complex, type-dependent B(v) strategies derived in Figure 8.4 are a testament to
this, reflecting a careful S1 calculation that balances winning, losing, and the potential costs of

Stage 2. This contrasts with the simpler, more aggressive shading in a single-shot FPA.

In essence, the TAA model addresses these market inefficiencies not by demanding perfect
truthfulness in Stage 1, but by fundamentally changing the strategic game. It encourages more
cautious and deliberate S1 shading by making S2 adjustments costly, and critically, it provides an
adjustment phase that acts as a powerful safety valve. This allows bidders to incorporate collective
information from their opponents' initial bids and revise their own stance, a mechanism that is key

to mitigating the winner's curse.

This simulation study, using computationally derived type-dependent equilibrium strategies,
provides a nuanced view of the TAA (SS2RL) model's performance and reveals several key
findings:

1. The primary finding is that the TAA is a demonstrably bidder-friendly mechanism. It
consistently leads to higher winner utility and lower final winning bids compared to a standard
First-Price Auction. This result provides strong quantitative evidence for the TAA's

effectiveness in mitigating the overpayment associated with the winner's curse phenomenon.
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2. This protection for bidders comes at a clear cost to the seller. The TAA consistently generates
lower auction revenue than the FPA, indicating that the TAA's structure allows bidders to

coordinate on equilibria that result in lower final prices.

3. The equilibrium S1 bidding strategies (B(v)) in the TAA are non-trivial, type-dependent, and
generally more conservative (involving deeper shading) than in an FPA, especially with lower
penalties. This cautious S1 bidding shifts the competitive tension into Stage 2 and undermines
the price discovery function of the first stage, as evidenced by the extremely low average loser

bids observed in the simulation.

4. The penalty rate is a critical tool for the auctioneer. Increasing A from 0.5 to 1.0 was shown to
slightly increase auction revenue and decrease winner utility within the TAA framework, while
also curtailing the magnitude of S2 adjustments. This demonstrates its function as a tuning knob
to manage the trade-off between seller revenue, bidder surplus, and the dynamism of the second

stage.

The TAA model should not be framed as a tool for revenue maximization over the FPA. Instead,
its primary effectiveness lies in its ability to protect bidders, increase their surplus, and provide a
structural mechanism to combat the winner's curse by allowing for information aggregation and
bid correction. While this may foster a "fairer” market from the buyer's perspective, it does so by
reducing seller revenue and shifting the competitive focus from a simple Stage 1 commitment to a

more complex, two-stage strategic game.

9. Conclusion

This thesis introduced and analyzed the Two-Phase Auction with Adjustment (TAA) model, a
novel mechanism designed to address key inefficiencies prevalent in modern digital asset markets,
particularly for Non-Fungible Tokens (NFTs). Through a combination of theoretical analysis and
computational simulation, we explored the TAA's equilibrium bidding strategies and its
performance relative to standard auction formats. Our primary focus was a first-price TAA variant,
which yields a rich but complex strategic environment where bidder behavior is highly sensitive to
the design of the Stage 2 penalty mechanism.

52



The simulation results, grounded in approximated type-dependent equilibrium strategies, reveal a
clear and significant finding: the TAA (SS2RL) model functions as a powerful bidder-friendly
mechanism. Compared to the standard First-Price Auction, the TAA consistently leads to
significantly higher winner utility and lower final winning bids. This outcome provides strong
quantitative support for the TAA's effectiveness in mitigating overpayment, a phenomenon closely
associated with the winner's curse. The TAA's two-stage structure, by allowing for information
revelation and penalized adjustments, provides a "safety valve" for bidders to correct initial
assessments based on market feedback, thereby preventing the severe surplus erosion often seen in
single-shot auctions. This protection for bidders, however, comes at the cost of lower revenue for

the seller, highlighting a fundamental trade-off that auction designers must consider.

Furthermore, our analysis of the TAA under a second-price rule demonstrates its robustness. The

equilibrium strategy in the second-price TAA remains truthful bidding in Stage 1 (bi(l) = 1;), just
as in a standard Vickrey auction. The option to adjust in Stage 2 is not exercised in equilibrium by
rational bidders, making the TAA outcome equivalent to a standard second-price auction. Its value
in this context is not in altering equilibrium behavior, but in providing a corrective mechanism for
behavioral bidders or in environments with pronounced uncertainty, thus enhancing overall
efficiency without compromising the core truth-telling incentive. The model's penalty function is
therefore a crucial lever, discouraging excessive bid changes in first-price variants and reinforcing

stability in second-price variants.

Looking forward, this research opens several avenues for further exploration. It would be of
significant interest to investigate the TAA under the alternative penalty structures outlined in
Chapter 6 (e.g., quadratic or exponential) to see how they further shape bidding strategies and
outcomes. Applying the model to multi-item or multi-unit auctions, or extending the analysis to
more than two bidders, would also provide valuable insights into its scalability and broader
applicability. Finally, conducting behavioral experiments with human subjects could validate the
strategic behaviors predicted by our simulations and explore the equilibrium selection problem if
multiple stable strategies exist. Overall, the TAA model presents a promising step forward in
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designing digital asset auctions that are more secure, efficient, and fair, helping to build a more

trustworthy and sustainable marketplace for the future.
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